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Abstract

Vision-language models can interpret instructions and plan manipulation tasks, yet struggle when
acting directly as robot policies. On RoboDojo, a large planning–execution gap separates high-
level task decisions from physical execution: removing arm execution raises GPT-6 Astra’s success
rate from 22.5% under the reference control interface to 76.2%. We present Auriga, a task-agnostic
agent harness that closes 68.3% of this gap in zero-shot manipulation without target-task trials or
resets. In Auriga, the model makes all task decisions over an explicit task belief and acts through
either direct tool calls or synthesized multi-step Python programs, while the harness supplies
calibrated 3D measurements, finger-referenced dual-arm control, and a single admission gateway
to the robot. Before motion, the model inspects a visual trajectory preview while simulation is
paused; during execution, the harness checks declared stage tolerances and grasp bounds, stopping
the robot on divergence and returning the measured discrepancy for in-place recovery. Developed
across 13 cross-task capability iterations and frozen for evaluation, Auriga ranks first on the
RoboDojo leaderboard with a 57.7% success rate (64.0 Score), more than doubling the reference
harness on the same model, and remains first under scene randomization while learned policies
drop by up to 33.9%. On RoboCasa365, the same frozen harness reaches a 73.2% success rate,
outperforming VLA-assisted agents by up to 23.1% on composite tasks.

1 Introduction

“Plans are worthless, but planning is everything.” — Dwight D. Eisenhower

In physical manipulation, a failed attempt changes the scene, often irreversibly. Unlike simulated settings
where an agent can call env.reset repeatedly on a target task to tune coordinate offsets, control scripts,
or failure notes before evaluation [11, 20, 31, 49], a deployed robot must complete an unseen task within a
single episode. Tuning procedures across repeated trials on a fixed scene also fits to that scene’s layout, and
performance drops when object positions are randomized or the task changes. Generalization in manipulation
therefore separates two problems: across tasks during development, using failures to improve the shared
perception, control, and verification tools rather than task-specific scripts; and during execution on an unseen
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1 Locate MODEL

triangulation + depth + point cloud → ruler end
(0.28, −0.12, 0.78) m · parallax 31° · reproj. 0.7 px

2 Preview p1 HARNESS → MODEL

45 steps planned · 0 executed
guard on grip: aperture ≥ 8 mm

3 Empty grasp caught HARNESS

motion completed, nothing held
paused at 0 mm < 8 mm

4 Revise in place MODEL

grip contradicted → supported
regrasp lower, lift straight

5 Push & check MODEL

left cube skewed → program
finishing push (11 steps)

6 Task complete EVALUATOR

success · 158 / 200 native steps
same scene, never reset

ZERO-SHOT  PROTOCOL

No target-task
exploration
no prior trials or
task‑specific prompts,
programs or skills

No demonstrations
only the task
specification and
permitted observations

One execution per
case
no reset or rerun; failures
are recovered in place

P1 row · pending

P2 grip · contradicted
P3 grip · supported

P5 row · supported

Figure 1 Auriga completes manipulation tasks zero-shot within a single episode. A general-purpose model plans
and acts through a shared harness, with no target-task exploration, demonstrations, or resets. The model localizes targets
by multi-view triangulation, complemented by depth and point-cloud estimates (1), and reviews candidate motions
before they are executed (2). The harness verifies each execution and stops when an action fails (3); the model then
revises its plan and recovers from the current state (4–5) until the task succeeds (6).

task, completing the task in one episode without prior trials, demonstrations, or resets (Sec. 2.1).

On a 210-episode diagnostic across all 42 tasks of the RoboDojo benchmark [4], the main bottleneck is
physical execution rather than task reasoning (Sec. 2.2 and Tab. 2). When GPT-6 Astra is given a privileged
action that moves objects along chosen waypoints without the robot arm, it succeeds in 76.2% of episodes;
when it drives the arm through the benchmark’s reference end-effector interface (RoboProbe [60]), it succeeds
in 22.5%. The model usually identifies the right object and destination, but the arm misses a grasp by a few
millimeters, loses the object in flight, or hits a container rim during transport. Common control interfaces do
not catch these errors in time. Step-wise and chunked action interfaces [36, 60, 62] issue motions from the
latest frames without showing the full route in advance, so collisions appear only after the arm has moved.
Program generation [9, 21] hands execution to a script that cannot see the scene, where normal program exit
does not mean the intended contact succeeded.

We present Auriga, a task-agnostic agent harness that narrows this planning–execution gap within a single
zero-shot episode (Figs. 1 and 2). In Auriga, the model makes all task decisions, while the harness measures
the scene, checks and executes motions, and reports what happened:

1. Task-agnostic harness and explicit task belief (Sec. 3). Auriga contains no task-specific code, prompts,
or heuristics, and exposes no privileged simulator state. One persistent model session plans the task,
chooses actions, and recovers from errors. As an episode grows long, the model records its current plan,
open questions, and task premises (pending, supported, contradicted, or unknown) in a
concise task belief Bt, while full interaction logs stay in an off-context evidence record Et retrieved on
demand.

2. Preview and verification through a single admission gateway (Sec. 4). Every physical motion,

2



whether called directly or from a model-written program, passes through the admission gateway A in a
preview–execute–verify loop. While simulation is paused, A plans a multi-stage dual-arm sequence
into a trajectory preview showing the path, step cost, and clearance warnings. During execution, the
previewed trajectory runs while A checks model-set arrival tolerances τk = (δp, δθ), gripper openings,
and observation checkpoints. If a stage misses its tolerance, A stops the robot and returns a receipt
rt with the completed stages, measured deviations, unexecuted stages, and fresh camera views so the
model can recover from the current state (Fig. 2).

3. 3D geometric measurements and finger-referenced actions (Sec. 5). On the input side, camera
calibration, VGGT-Omega [46] depth, and SAM 3.1 [2] segmentation provide 3D object estimates,
ray–plane intersection with height sensitivity, and two-view triangulation, together with in-hand slip
measurements and warnings when a motion re-enters a past failure region. On the output side, the
model sets goals at the finger contact region rather than the wrist, chooses tolerances per stage, and
coordinates both arms on a shared timeline.

Figure 2 Planning, execution, and recovery within a single tower-building episode. From left to right, the model
grounds the task in visual and geometric observations, constructs a plan, and builds the tower through direct tool calls
and generated programs. Action previews and execution feedback support a preview–execute–verify loop. After a failed
grasp, the model inspects the scene, updates its plan, and regrasps the object to complete the tower. The harness provides
measurements and execution checks; the model selects actions and recovery strategies. The scene is never reset.

Auriga separates cross-task tool development from single-episode execution (Sec. 2.3). Over 13 development
iterations (Fig. 3), manipulation failures were used to identify missing capabilities in 3D localization, contact
checking, and state tracking, raising zero-shot performance across all 42 RoboDojo tasks from 36.2% SR
(45.5 Score) at iteration #4 to 57.7% SR (64.0 Score) in the final harness. During evaluation, the harness
is frozen and runs under the single-episode zero-shot protocol (Secs. 2.1, 6 and 6.1), with no target-task
exploration, demonstrations, or resets:

• RoboDojo [4]. Across all 42 tasks and five dimensions (6,300 episodes over three seeds), Auriga
with GPT-6 Astra reaches an average Score of 64.0 and SR of 57.7%, ranking first overall on the
leaderboard across learned policies and agent methods, more than doubling the GPT-6 Astra reference
harness (29.0 Score, 22.5% SR), and leading all 12 columns of the agent block (Tab. 4). On the
210-episode diagnostic set, Auriga closes 68.3% of the gap between reference arm control and arm-free
object motion (Tab. 2).

• Scene randomization. Across the 12 Generalization tasks (Fig. 9 and Tab. 17), learned policies drop
by up to 33.9% in SR on randomized layouts, whereas Auriga ranks first on both standard scenes
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(52.3% SR) and random scenes (45.6% SR) and achieves the highest generalization score (G = 46.3).

• RoboCasa365 [32]. On the 50 Target50 mobile manipulation tasks in unseen kitchens (250 episodes),
Auriga reaches 73.2% Overall SR (92.2% Atomic-Seen, 67.5% Composite-Seen, 57.5% Composite-
Unseen) without a learned policy or cross-episode memory, outperforming VLA-assisted agents
RPent [61] (59.2%) and PyRUA-Lean [43] (56.4%) by 19.4% and 23.1% on composite tasks (Tab. 5).

2 Problem Setting and Positioning

We study zero-shot manipulation, in which a general-purpose model uses a shared robot harness to construct
and execute a task procedure from the task specification and interaction feedback. We first define the single-
episode zero-shot evaluation protocol (Sec. 2.1), then quantify the planning–execution gap that motivates
our harness (Sec. 2.2), and finally position cross-task harness evolution relative to within-task trial search
(Sec. 2.3).

2.1 Zero-Shot Single-Episode Protocol

Task and interaction. The unit of evaluation is a case, defined by a task instruction and a specified scene
variant, random seed, and layout. Each case starts from an initial scene and is evaluated under the benchmark’s
execution budget and success criteria. The agent receives the task specification and accesses observations and
robot actions through the shared harness. It uses the available observations and interaction history to choose
subsequent tool calls or programs, then receives feedback from their execution. This interaction continues
until success, termination, or budget exhaustion. The benchmark’s evaluator determines task success from the
resulting execution.

Zero-shot protocol. We define zero-shot evaluation through three conditions:

1. No target-task exploration or development before evaluation. Evaluation starts with a pretrained
model, a fixed shared harness, and task-independent operating guidance. No preparatory exploration
or trials are conducted on the target task, including its other layouts, to develop or select task-specific
prompts, programs, skills, or policies. Model parameters remain fixed throughout evaluation.

2. No demonstrations at evaluation time. The agent receives the task specification and permitted
observations, without additional solution examples or expert demonstrations. For memory tasks, the
benchmark-defined event sequence forms part of the case’s observation input.

3. One execution per case. Each case is initialized and executed once, without a reset or rerun. Its
outcome is recorded whether the episode succeeds or fails.

Within-episode adaptation. An episode comprises successive model decisions, observations, and physical
actions. During this interaction, the agent may inspect the scene, write and revise programs, preview motions,
revisit its history, and recover from a failed grasp or placement. Recovery continues from the physical state
left by earlier actions under the remaining execution budget, rather than resetting the scene to start over.
Plans, generated code, and interaction memory evolve within the current episode and are not transferred to
subsequent evaluation cases. Tab. 1 compares six aspects of target-task preparation and information available
to the test agent across representative manipulation settings (scope and per-setting qualifications are detailed
in App. A).
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Table 1 Target-task preparation and evaluation inputs across the specified settings.

Before evaluation Available to the test agent

Method / setting
Task

exploration
Cross-trial
refinement

Task code
/ skills

Trial-derived
memory

Demo-derived
artifacts

Demo
references

GPT-6 Astra (zero-shot) [60] ✗ ✗ ✗ ✗ ✗ ✗

GPT-6 Astra (image-demo ICL) [60] ✗ ✗ ✗ ✗ ✗ ✓

GPT-Policy (video ICL) [5] ✗ ✗ ✗ ✗ ✗ ✓

GPT-GEAR (full-context ICL) [64] ✗ ✗ ✗ ✗ ✓ ✓

SenseNova (RoboDojo ICL) [42] ✗ ✗ ✓ ✗ ✓ ✓

PyRUA-Lean (RoboDojo) [43] ✗ ✗ ✗ ✗

SEAR (hardware AaP) [49] ✓ ✓ ✓ ✓ ✗ ✗

HexaShell (RoboDojo) [11] ✓ ✓ ✓ ✓ ✗ ✗

EmbodiedEvo (frozen harness) [20] ✓ ✓ ✓ ✓ ✗ ✗

WorldScape R2SI (release) [29] ✓ ✓ ✓ ✗ ✗ ✗

Auriga (ours) ✗ ✗ ✗ ✗ ✗ ✗

Notes. ✓: included; ✗: absent from the specified setting; : not reported. Scope and qualifications are given in App. A.

2.2 The Planning–Execution Gap

Deciding without the arm. To separate what a vision-language model decides from how the robot arm
executes it, we run the same harness with one additional privileged action, which moves an object along
waypoints given by the model without using the arm. The model still chooses the object and every target pose
from its own perception. The object moves under simulated physics, stops at a collision, and settles under
gravity at the end, after which the action reports where the object came to rest. Success under this action
therefore estimates what the model’s own decisions achieve when execution by the arm is taken out of the
loop. We compare it with two executed systems on the same 210 episodes, five for each of the 42 RoboDojo
tasks (Tab. 2). The first is RoboProbe [60], the reference harness released with the evaluation of GPT-6 Astra
on RoboDojo [4], and the second is Auriga. Averaged over the five dimensions, the success rate is 76.2% with
the privileged action, 22.5% for RoboProbe, and 59.2% for Auriga. The model therefore decides considerably
better than it executes, and Auriga recovers 68.3% of this planning–execution gap in SR (70.6% in Score).

Table 2 Planning–execution gap on 210 episodes, five for each of the 42 tasks: SR (%) and Score (0–100) per dimension
and their average over the five dimensions, as in Tab. 4. With direct object motion, the model moves objects through
a privileged action instead of the arm. All methods use GPT-6 Astra, RoboProbe at medium and the others at high
reasoning effort. §Memory over 29 episodes, since one episode has no counterpart in the reference results.

Average Generalization Precision Long-Horizon Memory Open

Method SR Score SR Score SR Score SR Score SR Score SR Score

Direct object motion (privileged) 76.2 79.6 81.7 83.3 65.0 72.0 70.0 75.4 96.7 96.7 67.5 70.6

RoboProbe [60] 22.5 28.5 31.7 34.1 2.5 8.5 7.5 22.1 40.8§ 45.8§ 30.0 32.1
Auriga 59.2 64.6 43.3 46.2 50.0 55.6 45.0 59.5 90.0 90.5 67.5 71.2

Why common paradigms leave the gap open. Two common ways of placing a general model on a
robot address execution only indirectly. In step-wise action output, as in the reference harness and in VLA
policies [36, 60, 62], the model emits one motion step or chunk per call from the latest frames. It never sees
the route of a motion before committing to it, and a failed motion is noticed only when the model reads the
next frame, by which time the arm has already moved. In code as policy [9, 21], the model writes a program
that commands the control interface directly. Execution judgment then moves into a program that cannot
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see the scene. A failure is detected only if the program was written to check for it, and a program may exit
normally even after the motions it requested have failed. Auriga keeps the judgment with the model, which
describes a complete action sequence in each call rather than a single step. Before execution, the model can
see the whole trajectory, its cost, and its projection on the camera image (Sec. 4.1), and the harness checks the
measured outcome after every movement (Sec. 4.2).

2.3 General-Purpose Harness Evolution

Improvement in embodied agents can target either a procedure for a particular task or the shared capabilities
used across many tasks [8, 63].

Within-task trial search versus cross-task tool evolution. Recent work on recursive self-improvement
(RSI) groups autonomous improvement into six levels from L0 to L5 [8]:

• L0–L2 (within-task search and refinement): Under a single-task objective, the system repeats trials
to adjust a trajectory, script, or task note, so the resulting gains stay mainly on the practiced task.

• L3–L4 (cross-task experience and tool evolution): The system turns recurring failures across different
tasks into reusable tools, interfaces, and verification steps that apply to unseen tasks.

• L5 (meta-improvement): The system revises its own perception, control, and verification mechanisms
so that later tasks are solved more reliably.

Target-task refinement methods such as HexaShell, EmbodiedEvo, and SEAR [11, 20, 49] work in the L0–L2
regime: they reset the target scene across trials to tune coordinate offsets, scripts, or failure notes for that
task, which improves performance on the practiced layout but can overfit when layouts change. Auriga
instead focuses on L3–L5 evolution during development. Failures such as a jammed pin insertion or a slipped
cloth grasp are used not to add a coordinate offset for that scene, but to diagnose missing capabilities in 3D
localization, contact checking, or in-hand state tracking and to upgrade the shared tools accordingly.

Role of the harness. An agent harness connects the model to the robot: it translates the model’s intent
into motion and stops the robot when contact or slippage occurs, without making task decisions on the
model’s behalf. Existing harnesses often either run generated commands open-loop without checking the
physical outcome, or add task-specific rules and thresholds in the backend to pass particular tasks. Because
manipulation involves both tight rigid clearances and deformable objects, an offset or grasp rule tuned for
one task often interferes with another. Auriga keeps the harness task-agnostic through three rules: (1) no
task-specific logic or privileged state, so the same code and prompts run across all tasks and randomized
layouts; (2) general measurement and control tools, including calibrated multi-view triangulation, paused-
world trajectory preview, stage tolerances, and in-hand slip checks; and (3) in-place recovery, stopping when
a motion leaves its tolerance and returning the measured deviation so the model can continue from the current
state.

Two complementary timescales and capability trajectory. System development and within-episode
adaptation operate at complementary timescales. Across 13 development iterations (#0 to #12, Fig. 3),
recurring execution bottlenecks across diverse tasks drove task-agnostic upgrades to the shared harness, lifting
the RoboDojo Score from 21.5 (4.0% SR on the 50-case diagnostic set) at the initial base-model loop (#0) to
45.5 (36.2% SR across all 42 tasks) at #4 and 64.0 (57.7% SR across 6,300 episodes) at #12, with consistent
gains across all five capability dimensions (+16.8 Score in Generalization, +5.6 in Precision, +29.5 in
Long-Horizon, +30.8 in Memory, and +9.8 in Open; inset of Fig. 3). These 13 milestones organize into the
three architectural pillars detailed in the next three sections:
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Long-Horizon 32.6 62.1 +29.5
Memory 62.6 93.4 +30.8
Open 55.6 65.4 +9.8

Figure 3 General-purpose harness evolution of Auriga across 13 capability iterations (#0 to #12). The horizontal
axis lists the task-agnostic tools and harness mechanisms introduced at each iteration, and the vertical axis tracks the
resulting performance (overall Score on RoboDojo). Larger nodes, labeled with their Score and gain, mark major
capability milestones: motion preview (#2), unified dual-arm actions (#3), harness refactoring with verbatim task
specifications (#4), calibrated 3D geometry and history retrieval (#6), ROI zoom (#7), stage tolerances and obstacle
checks (#9), and explicit motion control (#11), culminating in the frozen Auriga harness with VGGT-Omega and
SAM 3.1 perception (#12, star marker: 64.0 Score, 57.7% SR across 6,300 episodes). Top-left inset: 42-task Score by
capability dimension from iteration #4 to the full frozen harness.

1. Structured task belief and evidence records (Sec. 3): refactoring the harness around verbatim task
specifications (#4, 45.5 Score), maintaining an explicit evidence ledger (#5), and adding structured
history retrieval (#6, 46.6 Score);

2. Admission gateway with preview and stage verification (Sec. 4): previewing candidate trajectories
while simulation is paused (#2, 26.2 Score), supporting in-place transport recovery (#8), and enforcing
stage arrival tolerances and obstacle clearance checks (#9, 53.4 Score);

3. Calibrated 3D perception and expressive action interfaces (Sec. 5): unifying dual-arm timelines
(#3, 30.0 Score), adding multi-view 3D triangulation (#6), ROI zoom (#7, 49.9 Score), held-object
perception (#10), explicit motion control (#11, 58.8 Score), and VGGT-Omega / SAM 3.1 geometric
perception (#12, 64.0 Score).

During evaluation, the harness version (#12) is completely frozen across all cases. Within each evaluated
episode, the model uses these shared tools to inspect the scene, diagnose discrepancies, and revise its plan
or generated programs from execution feedback, continuing from the physical state left by previous actions
under the remaining budget without an environment reset or cross-episode memory transfer.

3 System Overview

Large vision-language models can reason about task structure, but reliable manipulation also requires metric
scene information, contact-sensitive execution, and feedback after each action. Auriga addresses this gap with
a simple closed-loop workflow: the model measures and previews while the simulation is paused, submits a
physical action through a single admission gateway, and then uses the returned receipt and observation to
decide what to do next (Fig. 4). The model retains authority over planning and recovery; the harness supplies
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measurements, enforces the execution boundary, and records what occurred. This section first formalizes
the decision process (Sec. 3.1), then describes the three system layers (Sec. 3.2), the explicit task belief
maintained by the model (Sec. 3.3), and the three feedback loops that connect planning to execution (Sec. 3.4).
Sec. 4 details execution preview and verification through the admission gateway, and Sec. 5 specifies the
perception and action interfaces.

Cortex persistent session

GPT
Decision policy
ut ∼ πθ(⋅ | g,Bt,Et)
plans · reviews · revises

Task belief Bt

plan attention ledger

Evidence record Et

records lessons

Deliberation Ud world paused

1 Locate stereo_guide · geometry_query

head + wrist
calibrated RGB

triangulation
multi-view rays

perception models
VGGT-Omega · SAM 3.1

3D target

(x, y, z)
world frame

2 Preview robot_action · program_run

action sequence

program

preview planner
gripper poses
step timeline
clearance check

candidate
plan

st+1 =  st

Execution Up world advances

3 Execute A(st  ,  ut  )
exact replay no re-planning

tolerance stop beyond (δp, δθ)

checkpoints model-placed

4 Receipt

receipt rt status · reason

observation ot+1 RGB · state

query ut

result et

intent ut

preview et

approve

Et+1  =  Et  ∪  {(ut  ,  rt  ,  ot+1  )}

Walkthrough hang_mugs

1 Locate the mug
stereo_guide → geometry_query

triangulation + VGGT-Omega → 3D

head wrist · epipolar line

VGGT-Omega depth points · SAM 3.1

2 Preview the grasp
robot_action(preview) → p1

candidate plan · world unchanged

now

previewed grasp

R above pinch lift

L view hold

3 Execute the plan
robot_action(execute, p1)

executed as previewed

previewed end pose

within tolerance (δp ,  δθ )

4 Task complete
robot_action ×18 more

evaluator: success

Figure 4 Overview of Auriga. Top: The model maintains a task belief and an evidence record, uses observations to
localize targets, and previews actions while the world is paused. Every physical motion passes through the admission
gateway A, which returns a receipt and a new observation. Bottom: Closed-loop execution on hang_mugs: (1) local-
ization, (2) grasp preview, (3) execution, and (4) placement on the rack.

3.1 Manipulation as Closed-Loop Decision Making

For each benchmark episode, the model must construct a procedure from the task description and the evidence
gathered during that episode; no task-specific solution is prepared in advance. Consequently, each decision
uses the information available so far, and each outcome must be returned in a form that can inform the next
decision.

Formulation. A case specifies a task description g and an initial world state s0 (Sec. 2.1). The world state
st is hidden from the model, which instead receives observations ot comprising calibrated multi-view RGB
images and the measured robot state. At decision step t, a pretrained model with fixed parameters θ selects a
tool call

ut ∼ πθ(· | g,Bt, Et), (1)

where Bt is its task belief (Sec. 3.3) and Et is the episode’s evidence record, the interactions accumulated
so far. The available calls have two roles. Deliberative calls ut ∈ Ud inspect the scene, measure quantities,
compute, retrieve records, revise the belief, or preview a motion. They return a result et while leaving the
world unchanged:

st+1 = st, Et+1 = Et ∪ {(ut, et)}. (2)
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For example, before hanging a mug, the model can localize the mug and rack, inspect the handle orientation,
and preview a grasp without advancing simulated time. Physical calls ut ∈ Up request robot motion or the
passage of simulated time. They reach the world only through the admission gateway, written as the operator
A, which executes an admissible request and returns a receipt rt and a fresh observation:

(st+1, rt, ot+1) = A(st, ut), Et+1 = Et ∪ {(ut, rt, ot+1)}. (3)

If A rejects a request, the world remains unchanged and the receipt reports the reason. The model parameters
θ, tool set, and task-independent operating guidance remain fixed throughout an episode; adaptation comes
from the evolving Bt and Et. Because the simulation is paused during deliberation, reasoning and deliberative
calls consume no simulated time.

Quantitative error feedback. A physical request specifies both an intended result and the required precision.
Each stage k has a target x̂k and a model-chosen tolerance τk (Sec. 5.2). During execution, A measures
the reached state xk and halts when the deviation ϵk = xk − x̂k leaves τk. The resulting receipt reports
the completed stages, measured deviations, active tolerance, and unexecuted stages (Sec. 4.2). Thus, if a
grasp approach in hang_mugs stops short or the gripper opening differs from the expected value, the model
receives the measured discrepancy rather than a generic failure flag. It can then decide whether to inspect the
scene, revise the approach, or execute the remaining stages; A does not choose the recovery.

Information boundary. The harness exposes only the published task text, calibrated RGB images, the robot’s
measured state, and the public robot model and camera calibration. From these inputs, it may compute learned
depth, per-object 3D estimates, and point clouds, reporting each as an estimate with its reliability (Sec. 5.1).
The model and its tools cannot access simulator depth, hidden object poses, contact state, or evaluator internals.
The benchmark evaluator, rather than the model’s own assessment, determines task success.

3.2 Separating Decision, Capability, and Admission

Auriga separates task reasoning from measurement and execution so that a general-purpose model can build a
procedure while every physical action remains reviewable.

Division of responsibility. The harness is organized into three layers (Fig. 4): a model session that makes
every task decision, a capability layer of general tools, and an admission gateway that is the only path to the
robot. Each layer has a distinct responsibility:

• Cortex is one persistent model session for the entire episode. It receives task-independent operating
guidance, the official task text, and the robot’s capabilities and coordinate conventions. It chooses task
decompositions, measurements, action targets, and recovery steps without human intervention or a
task-specific prompt, program, or skill.

• The capability layer provides general tools to measure, act, compute, and recall (Tab. 3). For
hang_mugs, these tools can estimate mug and rack locations, compare views, preview a grasp,
or retrieve an earlier receipt; they do not encode a solution for hanging mugs.

• The admission gateway implements A. It is the only path that moves the robot. It receives a reviewed
physical request, determines whether the request is admissible, monitors execution, and records the
outcome.

One-step dataflow. At each decision step, the model first gathers the evidence needed for the next choice
through the capability layer (Sec. 5.1). It then submits either a complete multi-stage action sequence
or a program that requests one (Sec. 5.2). Both routes converge on A, so a program-generated motion is
previewed and reviewed in the same way as a direct request (Sec. 4.1). After a physical call, the harness
stores the reviewed request, receipt, observations before and after execution, and measured displacement in
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Table 3 Capabilities available to the model. Only physical calls advance the world, and they do so only through the
admission gateway A.

Capability Role Representative tools World Details

Measure Return images, robot state, object esti-
mates, and geometric or state quantities
with their reliability

robot_observe,
geometry_query,
stereo_guide

– Sec. 5.1

Act Preview and execute multi-stage action
sequences for one or both arms, or let
simulated time pass

robot_action,
robot_wait

A Secs. 4.1, 4.2 and 5.2

Compute Run programs for loops, search, and
numerical work; their physical requests
are reviewed by the model

program_run A Sec. 4.1

Recall Revise the task belief, retrieve earlier
interactions, and record or query opera-
tion lessons

task_plan, history_*,
operation_memory

– Secs. 3.3 and 5.1

one interaction record (Sec. 5.1). These records make completed motion, normal program termination, and
benchmark success separately observable instead of conflating them.

Transparent execution. The model sets task decomposition, targets, and the need for additional evidence;
the harness exposes the thresholds that admit, pause, or stop an action and reports their effects. Every
physical request, whether direct or program-generated, follows the same admission path. The harness neither
substitutes a task-specific rule nor silently changes a parameter supplied by the model. The records constitute
Et, remain outside the model context, and can be retrieved on demand (Sec. 5.1). The model may attach short
operation lessons to them, but it rechecks each lesson against the current scene before using it.

3.3 Deliberation over an Explicit Task Belief

Long-horizon manipulation accumulates observations, receipts, and intermediate decisions. Without a compact
representation of the current task understanding, a model can lose track of an earlier objective or confuse an
issued command with a verified outcome. Auriga therefore maintains a revisable task belief Bt alongside the
detailed evidence record Et.

Structure. The belief has three concise components. The plan records the model’s current understanding
of the goal, its intended approach, and the visible evidence that would indicate completion. The attention
list records the uncertainties that matter now, the evidence that could resolve each one, and the part of the
procedure that depends on it. The ledger records a small number of task-critical premises. Each premise
includes an expected event, a status (pending, supported, contradicted, or unknown), the permitted evidence
for that status, and the next observation or action that could change it (the labeled premises in Fig. 1). The
harness admits no physical action until the model has submitted a belief.

For example, in hang_mugs, the plan can state “grasp the mug by its handle, lift it, and place it on the rack
hook.” An attention item can require a view that resolves the handle orientation before the approach. A ledger
premise can state that the mug is retained by the gripper: it is initially pending, and becomes supported only
after permitted evidence, such as the expected gripper opening together with a confirming lift observation, is
available.

Belief versus evidence. Bt is a compact, revisable working state rather than an action script or a source
of evidence. Concrete poses, arm timing, and gripper commands remain part of individual actions, so the
model can change them as new measurements arrive. Likewise, a belief entry must be checked against fresh
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observations before it supports a decision: a closed gripper alone does not verify that a mug is retained. When
the conversation is compacted to fit the context window, the harness reinserts the latest Bt as the model’s
provisional judgment, while the details of earlier interactions remain retrievable from Et.

3.4 Closing the Loop at Three Time Scales

Errors can arise within a movement, between successive actions, or only after a task-level premise has been
tested. Auriga addresses these cases with three nested loops that have distinct responsibilities: the admission
gateway stops unsafe or off-target execution, while the model diagnoses the result and chooses the recovery.
Fig. 5 shows how the three loops interleave within one episode.

Stage loop. Within a single action,A contains errors: applying the stage check of Sec. 3.1 during execution, it
halts at the first stage whose deviation ϵk leaves τk, and also pauses at a failed grasp check or at a checkpoint
placed by the model (Sec. 4.2). For a hang_mugs grasp, it can stop the sequence immediately when the
measured gripper opening indicates that the mug handle was not secured. The stage loop keeps an error from
propagating to later stages; it does not repair the motion.

Action loop. Between actions, the model diagnoses outcomes: after each physical call, it compares the
receipt and fresh observation with its intended result and forms a cause hypothesis before acting again. It may
continue the remaining previewed stages, replan from the stopped stage without repeating completed stages,
change the contact, route, target, arm, or tolerance, or collect an observation that distinguishes competing
explanations. For example, after an unsuccessful mug grasp, the model can inspect whether the handle
orientation, approach route, or target localization caused the discrepancy before choosing a new approach.
Whenever possible, normal task progress tests the hypothesis; a separate probe is used only when its result
would alter the next decision.

Belief loop. Across the episode, the model revises its premises: action outcomes update the ledger and,
when necessary, the plan in Bt. If repeated evidence contradicts a premise, the model changes its task-level
explanation and selects a different mechanism, such as another contact, route, or target, rather than simply
restating the same hypothesis. In hang_mugs, evidence that a top-down approach repeatedly fails can update
the belief so that the model seeks a handle-oriented grasp or a different approach route. This loop keeps
the model’s working understanding aligned with the evidence accumulated during the episode. Sec. 4 next
describes the admission path in which the stage loop runs.

4 Admission Gateway: Preview and Verification

To close the planning–execution gap quantified in Sec. 2.2 and Tab. 2, Auriga binds physical execution to a
trajectory preview that the model can inspect before committing (Sec. 4.1) and verifies the measured state as
the trajectory runs (Sec. 4.2). Auriga follows a single rule, enforced by the admission operator A: the motion
that reaches the robot is exactly the motion compiled into its preview, and whenever execution departs from it
beyond the declared tolerance, the harness stops and reports the measured state rather than repairing it on the
model’s behalf.

4.1 Preview Before Acting

Preview gives the model a first guarantee, namely that every motion, whether requested by the model or by a
program it has written, is compiled into a preview before it runs, and that nothing else is executed. The model
reviews this preview by default and can skip the review to save a call. Below, we describe how the model sees
a motion and how execution is held to it.

Seeing the whole motion. Rather than issuing one movement per call, the model describes a complete action
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Input: task description g, initial observation o0, task-independent operating guidance, fixed model πθ.
Initialize: E0 ← {o0}; the model observes, measures, or previews and submits a belief B0 before any physical
call.
repeat belief loop

1. Decide: the model selects ut ∼ πθ(· | g,Bt, Et) (equation (1)).

2. Deliberate: if ut ∈ Ud, return an observation, measurement, computation, retrieved record, or preview et;
the world is unchanged (equation (2)).

3. Act: if ut ∈ Up, issued directly or by a program, apply A (equation (3)). stage loop
For each stage k: execute, measure xk, and halt if ϵk leaves τk, if the grasp check fails, or at a model
checkpoint. Return rt and ot+1, and append the record to Et+1.

4. Assess: the model compares rt and ot+1 with its intent and states a cause hypothesis for any deviation.
action loop
It continues, replans from the stopped stage, changes the contact, route, target, arm, or tolerance, or gathers a
distinguishing observation.

5. Revise: the model updates the status of affected premises and, if its understanding has changed, the plan in
Bt+1.

until the evaluator reports termination or the execution budget is exhausted.

Figure 5 The three nested loops of Auriga within one episode. The stage loop runs inside A and stops execution
when a declared condition is violated; the model closes the action and belief loops. Deliberative calls extend the evidence
record without advancing the world.

sequence for one arm or for both arms at once, such as approaching an object, closing the gripper, lifting,
transporting, and releasing it. The harness plans the entire sequence into a robot trajectory before anything
moves and returns a preview of what would happen. Any adjustment the harness makes to how a movement
is realized happens at this stage, so the preview already shows the motion that will run. The preview draws
the planned gripper paths (Fig. 6) and arm configurations on the camera image and reports how long each
part of the sequence would take on each arm. It also estimates the clearance between the robot, the objects it
holds, and the obstacles the model has declared, such as whether the two arms come close to each other. Such
estimates are given as advice, and the decision whether to proceed stays with the model. If any part of the
sequence cannot be planned, nothing is executed, and the preview states which part failed and why.

Committing to it. Once the model accepts a preview, the harness replays the previewed trajectory without
replanning it. Because the simulation is paused while the model inspects the preview, the robot is still in the
state from which the preview was planned, and looking ahead costs no execution time. The robot therefore
performs the previewed motion, so every later report refers to a motion the model can inspect. In free space
the robot follows the previewed trajectory closely, which means that a deviation during execution almost
always indicates contact, the case that Sec. 4.2 is built around.

4.2 Verify While Acting

Preview fixes what will be executed, but not how the world will respond. Contact, slip, and objects displaced
by earlier actions can still make the outcome differ from the plan. Verification gives the second guarantee,
namely that every divergence of the robot from its previewed motion beyond the tolerance is caught at the end
of the movement in which it occurs and handed back to the model together with the facts needed to act on it.

Catching divergence. After each movement, the harness compares where the gripper actually is with where
the preview placed it. The tolerance τk of a movement (Sec. 3.1) consists of a position part δp and an
orientation part δθ. The model can set both for each movement, by default δp=10mm and δθ=0.15 rad. If the

12



previewed
measured, round 1
measured, round 2
(revised)

start jaw closes
fresh view jaw opens
stop, report

 2 Stop: finger on the rim  3 Round 2: object released  1 Checkpoint: object held

gap > τk

Figure 6 Preview and verification in two rounds, drawn on the head-camera image. In the first round, the previewed
gripper path moves to the object, closes on it, and lifts it to a checkpoint placed by the model, where the robot pauses
and the model receives a fresh wrist view (inset 1). The measured path follows the preview until a finger lands on the
basket rim while the object is lowered. Once the gap exceeds the tolerance, the harness stops the arm and reports with a
fresh view (inset 2), so the gripper does not open. In the second round, the model previews a revised motion from the
stop that lifts clear of the rim and lowers into the basket, where the gripper opens (inset 3). The rim contact and the
second round are illustrative.

difference exceeds the tolerance set for that movement, the robot stops and holds its pose instead of continuing
with the rest of the sequence. The receipt rt that follows states which movement failed, by how much it
missed, and which parts did not run. It also adds a fresh camera view from the stopping point and images of
the measured and the previewed route. Movements that already completed are kept rather than undone. In
Fig. 6, a finger lands on a basket rim while the object is lowered, and the measured path leaves the previewed
one beyond its tolerance. The harness stops the arm and reports only this miss, and the model identifies the
rim as the cause from the fresh view. It then previews a revised motion that clears the rim, which completes
the placement in a second round. This check targets the main source of divergence, contact with an object or
fixture, which the planner does not model, so the harness detects its consequence instead of predicting it.

Looking where the model chooses. Some divergences leave the robot on its planned path and show only in
the scene, such as an object that slips or shifts during a grasp. The model can therefore insert checkpoints at
moments it considers critical, either unconditionally or only when the measured gripper opening after a grasp
falls outside the range it expects, for example when the fingers close on nothing. At a checkpoint the robot
stops and the model receives a fresh view, after which it either continues the remaining sequence as previewed
or replaces it. In Fig. 6, the model places a checkpoint after the lift, and the sequence continues as previewed
once the fresh wrist view shows the object still held. Checkpoints are placed by the model rather than at fixed
points, since pausing after every gripper action by default fragmented long tasks. Acting on what a stop or
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a checkpoint reveals, however, often requires facts that the model cannot read reliably from RGB, such as
whether an object is held and where it sits relative to the gripper, which the following section provides.

5 Capability Layer: Perception and Action Interfaces

Faithful execution helps only if the motion the model chooses is the right one, which depends on what the
model can perceive and on how it can express what it wants. A general-purpose vision-language model reads
a scene and plans a task well, but it is weak at the quantitative side of manipulation. This section describes
how the harness compensates on both sides, by turning physical state into facts the model can read (Sec. 5.1)
and by letting the model state its intent in terms of the task (Sec. 5.2), as summarized in Fig. 7. Two principles
guide both sides. The harness informs but does not decide, reporting measurements and estimates together
with how reliable they are and leaving the choice of what to do with them to the model. It also attaches facts
at the point of decision, so that information that should change the next command arrives with the preview or
the report instead of waiting to be requested.

Readable physical state (inputs)
(a) Where things are (b) What an action did (c) What happened earlier

Expressive actions (outputs)
(d) Where the gripper should go (e) When and how fast

!

left arm

right arm

waits for

fast slow near contact

opens during move

time

objects in 3D pixel → 3D point

wrist

contact point

coarse

in transit

wrist contact point

at contact

tight

Figure 7 Perception and action interfaces in Auriga. (a) Objects separated and placed in 3D from the head-camera
image, and the position of a selected point from its pixel ray and a plane of known height or a second view. (b) The object
estimates keep a held object at its pose in the hand at the grasp, and a measurement against this reference shows that it
has turned in the hand. (c) A new plan that returns to where earlier motions failed carries a warning, and earlier frames
remain retrievable. (d) A goal refers to the contact point on the fingers rather than the wrist, with a coarse tolerance in
transit and a tight one at contact. (e) Both arms share one timeline, with declared waits, a speed per movement that
slows near contact, and a gripper that opens during a movement.

5.1 Readable Physical State

On the input side, every quantity the model needs for its next decision reaches it as a measured, computed, or
estimated fact together with how reliable it is, rather than as something the model has to infer from pixels. We
describe how the model locates things, learns what an action did, and recalls what happened earlier.

3D localization. The model understands the layout of a scene well from RGB, but an image does not show
metric 3D positions directly, so any estimate made from appearance alone remains uncertain. A deployed
robot, however, comes with physical quantities that are known exactly, namely the intrinsic and extrinsic
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calibration of every camera, the height of the work surface, and the kinematic model of the robot itself. With
the calibration, every pixel (u, v) of a camera with intrinsics K, orientation R, and center c lies on a known
ray with direction d = RK−1(u, v, 1)⊤, so locating it in 3D reduces to finding its distance along this ray.
The harness provides two tools that supply this distance at different levels of precision (Fig. 7a). The first
estimates every visible object in 3D. VGGT-Omega [46] predicts a depth for every pixel of the head-camera
image, which places the pixel on its ray, and the depths are scaled so that the table lies at its known height.
SAM 3.1 [2] separates the objects in these points, and each object is reported with its 3D position, orientation,
and size and with how reliable the estimate is, in every full observation and every action report. Where such
an estimate is not precise enough, as for placing the fingers on a narrow edge, the second tool computes
the position of a point that the model selects in an image. The model fixes its distance either with a plane
n⊤p = h of known height,

p = c+
h− n⊤c

n⊤d
d,

∂p

∂h
=

d

n⊤d
, (4)

or by marking the same point in a second view, such as the wrist camera, from which the harness triangulates
it. The two tools meet in the plane height. For a point on the table, the height is known exactly. For a point on
an object, the model either takes the height from the learned depth of that object, in which case the harness
reports how far the point would move if this height were off, or marks the point in a second view, which needs
no height. Any 3D point, including the fingers placed by the kinematic model, can be projected back into the
image to check it.

Action outcomes and in-hand state. After an action, the model needs its physical outcome. For most of
the scene, the next image shows it, and each report also lists the objects whose estimated position changed
during the action. A grasp is harder, since the fingers often hide the object, so the image may not show the
state of the object and how it interacts with the gripper. The harness therefore complements the image with
measurements of both. For the gripper, every report includes its measured opening. For the object, the model
can measure on request where a visible part of it, such as its lower end, lies relative to the gripper, the axis of
the object in the 3D points around the fingers, and how far a part marked in a wrist image before an action
has moved after it. The object estimates also keep the pose that the object had in the hand at the grasp, as a
reference for these measurements. Together, these tell the model whether the object is held, how it sits in the
hand, and whether it has turned or slipped since the grasp.

Episode history and warnings. In long episodes the context is compacted and early images are dropped,
while recovery often depends on what earlier attempts actually achieved. The model can therefore retrieve
from the evidence record Et (Sec. 3.1) any earlier camera frame, including a magnified region of it, a list of
past actions with the displacement that each one measured, and the planned and measured trajectories of any
action. Full history is retrieved on demand rather than pushed into every turn, since forced reviews of history
produced idle calls. The exception is history that bears directly on the next command. A report of a stopped
or failed action carries a short summary of recent outcomes, and a preview that returns to a place where a
motion has failed carries a warning, so that the model does not unknowingly repeat a failed attempt.

5.2 Expressive Actions

On the output side, the model states what it wants in terms of the task, such as where the fingers should touch
and how the two arms should cooperate, and the harness turns these statements into motion. We describe how
the model specifies the goal of each movement and how it sets the timing and speed of a sequence.

Finger-referenced goals. A robot interface typically takes the pose of the wrist as its goal, whereas what
matters for a task is where the fingers touch the object and how precisely they get there. In Auriga, each
movement states its goal in these terms. The model gives where the gripper should end up and how it should
be turned in a frame fixed to the workspace, together with the part of the fingers that should make contact,
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such as the fingertip or the pad center, so that the goal refers to the point that touches the object rather than to
the wrist. It also states how precisely the gripper must arrive, so that a tight insertion and a coarse transit are
checked differently.

Shared timeline and speed. Goals alone do not fix how a sequence unfolds in time. When both arms take
part, or when a movement passes from free space to contact, the order and the speed of its parts matter as
much as its goals. In Auriga, the stages of both arms belong to the same sequence and advance on a shared
timeline. Stages of the two arms run at the same time unless the model declares that one must wait for another.
The model also sets the speed of each movement, typically slower near contact, and can let the gripper open
or close during a movement, for example opening it on the way to an object. Speed and gripper timing are
fixed in the preview like the path itself, so they are part of the reviewed motion.

6 Experiments

We evaluate Auriga under the zero-shot protocol of Sec. 2.1 on two simulation benchmarks: dual-arm
tabletop manipulation on RoboDojo [4] (Sec. 6.1.1) and kitchen mobile manipulation on RoboCasa365 [32]
(Sec. 6.1.2). After describing the experimental setup (Sec. 6.1), we report main results on RoboDojo (Sec. 6.2)
and RoboCasa365 (Sec. 6.3), mechanism ablations (Sec. 6.4), execution efficiency and tool usage (Sec. 6.5),
and qualitative behavior and failure modes (Sec. 6.6).

6.1 Experimental Setup

6.1.1 RoboDojo

RoboDojo [4] simulates a dual-arm ARX X5 robot with one head camera and two wrist cameras in Isaac Sim.

Capability dimensions. RoboDojo groups its 42 tasks into five capability dimensions: Generalization (12
tasks, each with standard and random scenes), Precision (8), Long-Horizon (8), Memory (6), and Open (8);
Tab. 13 in App. A lists what each dimension covers and its tasks. As on the official leaderboard, results are
first averaged across the tasks of each dimension and then across the five dimensions, with equal weight at
both levels. For Generalization, the value of each task and of the dimension is the equal-weight mean of its
standard-scene average and its random-scene average.

Evaluation set. Following Sec. 2.1, a case specifies a task, a scene variant (standard or random), an evaluation
seed, and a layout, and an episode is one execution of a case by the agent. The evaluation set follows the
protocol of the official leaderboard, with three evaluation seeds and, in each seed, 50 cases for each of the
42 tasks, that is, 2,100 cases per seed and 6,300 in all. In each seed, every Generalization task contributes
25 cases with standard scenes and 25 with random scenes, and every other task contributes 50 with standard
scenes. Each case counts with its first official score, including scores of zero, and any later episode of the
same case is ignored. When an infrastructure fault ends an episode before the evaluator has scored it, the case
is re-run under the same configuration.

Metrics. SR is the share of cases that the benchmark evaluator judges fully successful, over a fixed denomina-
tor: a case without an official score stays in the denominator and does not count as a success. Score is the
official graded process score of the evaluator, from 0 to 100, averaged over the cases with an official score.
Both metrics are first computed for each task in each seed, and a task’s value is the mean of its three per-seed
values; the dimension values and the five-dimension average then follow from the task values as in Sec. 6.1.1.
Steps are the native steps that the simulator executes in an episode, also reported as a percentage of the official
native-step limit of the task, which ranges from 200 to 1,900 steps; a single action request may use at most
250 steps. Calls are the model calls (the model responses in an episode) and the direct tool calls issued by the
model; tool calls issued by model-written programs are counted separately. Cost comprises the input tokens
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of the model session (total, share served from the prompt cache in %, and uncached input tokens), the output
tokens, and the wall-clock time of the episode; Steps, Calls, and Cost are reported as means per episode.

Agent configuration. The RoboDojo results (Secs. 6.2 and 6.5) use Auriga as described in Secs. 3 to 5, with
the model gpt-6-astra at reasoning effort high. An episode may use at most 170 model responses and
the official native-step limit of its task, and the simulation is paused while the model deliberates (Sec. 3.1).
The model observes RGB images from the three cameras, proprioception, and the public camera calibration,
together with the object estimates that the harness computes from the head-camera image (Sec. 5.1); simulator
depth and hidden object state are withheld. Its task text is the native instruction of the task, the official
task page with its description and scoring rules, and the task-independent operating guidance of the harness
(Secs. 3.1 and 3.2). The ablations in Sec. 6.4 remove or restrict individual mechanisms of this configuration
while keeping the rest fixed.

6.1.2 RoboCasa365

RoboCasa365 [32] evaluates household mobile manipulation with a single Franka Panda arm mounted on an
Omron mobile base across kitchen environments, spanning 365 tasks (65 atomic and 300 composite).

Tasks and task groups. Evaluation focuses on the benchmark’s 50 Target50 tasks, organized into three
groups: 18 Atomic-Seen tasks involving single manipulation skills (e.g., opening a drawer or operating
a microwave); 16 Composite-Seen tasks that chain two to fifteen subtasks whose templates appear in the
benchmark’s pretraining demonstrations; and 16 Composite-Unseen tasks of comparable horizon whose
templates are absent from the pretraining demonstrations.

Evaluation protocol and metrics. Whereas the standard policy leaderboard [40] evaluates demonstration-
trained policies in the 2,500 pretraining kitchens, agent evaluations are conducted in ten unseen target kitchens
with novel layouts, fixtures, and objects. We follow the protocol of the published agent baselines [43, 61]:
every task is evaluated at seeds 1–5, giving 250 episodes (90 Atomic-Seen, 80 Composite-Seen, and 80
Composite-Unseen). We report the success rate (SR, %) of each group, of all 160 composite episodes, and
Overall as the mean over the 50 tasks, which equals the SR over all 250 episodes. The benchmark environment
provides camera images, robot proprioception, world-coordinate maps derived from rendered depth, the
source code of the task’s success check, and live values of the predicates tested by that check.

Baselines. Both published agent baselines plan with an LLM agent and hand contact-rich phases, such as
grasping an object or turning a knob, to the RLDX-1 vision-language-action (VLA) policy [17]. RPent [61]
also retrieves task memory, built by exploring each task on seed 0 before evaluation. PyRUA-Lean [43] uses
no cross-episode memory. We also list RLDX-1 on its own and, as in the comparison of RPent, three learned
policies evaluated in the pretraining kitchens.

Agent configuration. Auriga runs gpt-6-astra at high reasoning effort with at most 100 model requests
per episode. Unlike both agent baselines, it uses no VLA policy and no cross-episode memory. Alongside
the benchmark-provided observations and task predicates, Auriga segments camera images via SAM 3.1 [2]
from model-chosen text prompts and projects each mask onto the world coordinate map, without reading
ground-truth object poses. All physical motions are executed through multi-stage action programs under the
preview-and-verification gateway of Sec. 4, coordinating stages for the arm, gripper, torso, and mobile base.

6.2 Main Results on RoboDojo

Tab. 4 places Auriga on the official leaderboard [41], reporting Score and SR on average and in each dimension.
The table has two blocks: the eight leading entries that use a learned policy, either a world action model
(WAM) or a vision-language-action (VLA) policy, alone or with an agent; and four agent methods, which act
through tools or code, together with Auriga. Averaged across the five dimensions, Auriga reaches a Score of
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64.00 and an SR of 57.74%. Across both blocks of Tab. 4, Auriga achieves the highest overall averages, ahead
of GO-3 Nano Preview, which combines an agent with a world action model, at 61.90 and 56.42%. Within
the agent block, Auriga leads all twelve columns, including both averages (ahead of PyRUA-Lean at 55.26
and 50.35%). According to their reports [11, 20, 43, 60], PyRUA-Lean, HexaShell-Preview, EmbodiedEvo,
and RoboProbe all use gpt-6-astra, the same base model as Auriga (marked † in Tab. 4), with reasoning
effort high for PyRUA-Lean, xhigh for EmbodiedEvo, and medium for RoboProbe; Auriga uses high. Against
RoboProbe [60], the reference harness released with the evaluation of GPT-6 Astra on RoboDojo [4], Auriga
raises the average Score from 28.97 to 64.00 and the average SR from 22.48% to 57.74% on the same model
(Tab. 4).

Table 4 Results on the RoboDojo simulation benchmark, with external entries from the official leaderboard [41]
(Sec. 6.1.1), reporting Score (0–100) and SR (%) in two blocks ordered by ascending average Score: the eight leading
entries that use a world action model (WAM) or a vision-language-action (VLA) policy, alone or with an agent, and
four agent methods on the leaderboard (Agent, acting through tools or code) together with Auriga. In each column, the
highest value is in bold and the second highest is underlined. †Uses gpt-6-astra.

Average Generalization Precision Long-Horizon Memory Open

Method Type Score SR Score SR Score SR Score SR Score SR Score SR

Learned policies: WAM or VLA, alone or with an agent
Rex-M1 Preview VLA 33.79 27.44 34.05 26.05 32.82 23.83 46.89 33.00 48.53 48.22 6.67 6.08
Simate-beta VLA 33.95 27.96 35.09 27.95 34.35 26.92 57.84 43.42 33.33 33.00 9.12 8.50
Awomo-0.5 WAM 35.34 29.64 30.31 23.84 39.65 33.50 40.36 26.75 42.27 41.22 24.09 22.92
PhysicalRSI Agent + VLA 36.27 31.38 21.30 15.62 38.05 32.50 46.37 37.33 46.74 46.56 28.88 24.92
VPP2 WAM 39.26 32.26 36.38 29.50 43.03 35.17 56.28 37.00 56.01 55.56 4.61 4.08
WALL-OSS-1.0-lite VLA 42.59 34.97 46.66 37.94 38.16 29.08 49.94 32.25 57.42 56.00 20.76 19.58
WorldScape-R2SI Agent + WAM 46.58 39.35 42.95 35.83 23.51 15.50 51.48 34.25 65.78 63.67 49.16 47.50
GO-3 Nano Preview Agent + WAM 61.90 56.42 36.45 33.66 78.65 76.00 68.21 53.50 64.50 63.67 61.71 55.25

Agent methods, acting through tools or code
RoboProbe† Agent 28.97 22.48 33.36 30.50 12.65 4.00 21.45 8.25 43.04 38.67 34.36 31.00
EmbodiedEvo† Agent 45.08 38.95 35.22 30.83 25.15 16.25 33.83 21.75 79.40 76.67 51.81 49.25
HexaShell-Preview† Agent 53.18 46.85 39.22 34.50 41.25 32.00 42.91 31.50 84.53 81.00 57.97 55.25
PyRUA-Lean† Agent 55.26 50.35 48.27 43.17 44.77 38.25 54.30 43.75 68.40 68.33 60.56 58.25
Auriga† Agent 64.00 57.74 52.90 48.89 46.30 38.50 62.10 45.24 93.40 92.99 65.40 63.08

By dimension. Across both blocks of Tab. 4, Auriga has the highest Score and SR in Generalization, Memory,
and Open, ahead of the next entry by 5.72, 11.99, and 4.83 percentage points in SR. Precision and Long-
Horizon remain the most challenging dimensions for Auriga, at 38.50% and 45.24% SR, against 76.00% and
53.50% for GO-3 Nano Preview, which leads both, though Auriga ranks second overall in both Score and SR
across Precision (46.30 and 38.50%) and Long-Horizon (62.10 and 45.24%).

Profile against other methods. Fig. 8 compares the five-dimension profile of Auriga with seven other methods
of Tab. 4: the four highest-scoring entries of the WAM / VLA block (GO-3 Nano Preview, WorldScape-R2SI,
WALL-OSS-1.0-lite, and VPP2) and the three highest-scoring other entries of the agent block (PyRUA-Lean,
HexaShell-Preview, and EmbodiedEvo); Fig. 20 in App. D plots the same values as bars, together with
RoboProbe. GO-3 Nano Preview has the opposite profile to Auriga: its Score exceeds that of Auriga by 32.35
in Precision and 6.11 in Long-Horizon, while falling below Auriga in the other three dimensions, most in
Memory (64.50 vs. 93.40) and Generalization (36.45 vs. 52.90). Against PyRUA-Lean, Auriga achieves a
higher Score in all five dimensions, with gains of 1.53 in Precision, 4.63 in Generalization, 4.84 in Open, 7.80
in Long-Horizon, and 25.00 in Memory.

Per task. Tab. 18 and Fig. 21 in App. E compare Auriga task by task with PyRUA-Lean, HexaShell-Preview,
EmbodiedEvo, and RoboProbe. Against each of the four, Auriga is higher in Score on more of the 42 tasks
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Figure 8 Five-dimension profile of Auriga and seven other methods of Tab. 4, in Score (a) and SR in % (b). Each axis
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is the value of Auriga, followed after a slash by the highest value of the other methods where it is higher. Auriga is the
thick blue line with the shaded area; the other agent methods are drawn with solid lines and the WAM / VLA methods
with dashed lines.

than it is lower, from 24 vs. 17 tasks against PyRUA-Lean to 41 vs. 1 against RoboProbe. In SR, it is likewise
higher on more tasks against all four methods: PyRUA-Lean (22 vs. 16), HexaShell-Preview (28 vs. 9),
EmbodiedEvo (32 vs. 6), and RoboProbe (38 vs. 1).

Generalization under randomization. Fig. 9 compares the entries of Tab. 4 on the 12 Generalization tasks
across the standard and random scenes, reporting the SR change ∆SR = SRrand − SRstd in panel (a) and the
composite generalization metric G = 1

2(Sstd + Srand)− |Srand − Sstd| in panel (b), which rewards a high
mean Score and penalizes the gap between the two scene types (Tab. 17 in App. D lists the SR and Score
on both scene types). Auriga achieves the highest G in Fig. 9 at 46.27, ahead of PyRUA-Lean at 43.87 and
WorldScape-R2SI at 35.61. Across both scene types, Auriga achieves the highest SR and Score of all 13
entries: 52.28% SR and 56.22 Score on the standard scenes, and 45.61% SR and 49.58 Score on the random
scenes, with a change of −6.7 percentage points in SR (−13% relative) and −6.6 points in Score (Tab. 17).
By contrast, the learned WAM and VLA entries suffer steep drops under scene randomization, losing up to
33.9 percentage points in SR (31.5 points in Score) for VPP2 and 18.7 percentage points (−43% relative) for
GO-3 Nano Preview (Fig. 9 and Tab. 17).

6.3 Main Results on RoboCasa365

RoboCasa365 shifts the evaluation to a mobile manipulator operating doors, drawers, knobs, and appliances
across unseen kitchens over chains of up to fifteen subtasks (Sec. 6.1.2). Tab. 5 and Fig. 10 compare Auriga
with the published agent baselines and with RLDX-1 on the 250 Target50 episodes (Sec. 6.1.2). All three
agent methods use gpt-6-astra at high reasoning effort, and the baseline results are those reported by
RPent [61] and PyRUA-Lean [43]. As in the comparison of RPent, Tab. 5 also lists WorldDreamer, π0.5, and
π0, which are evaluated in the pretraining kitchens; for these policies, Composite All is the mean of the two
composite groups. These policies, together with the leaderboard entry Xiaomi-Robotics-1, are also listed in
Tab. 15 in App. C.

Comparison with agent baselines. Auriga succeeds in 73.2% of the 250 episodes, against 59.2% for RPent
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Table 5 Success rates (%) on the 50 Target50 tasks of RoboCasa365 [32], at seeds 1–5 per task (250 episodes), ordered
by ascending Overall SR within each evaluation setting. Overall is the mean over the 50 tasks, and Composite All covers
the 160 composite episodes. Agent + VLA methods hand contact-rich phases to the RLDX-1 policy. WorldDreamer,
π0.5, and π0 are evaluated in the pretraining kitchens, all other methods in the target kitchens. –: not reported. Bold:
highest; underlined: second highest.

Composite

Method Type Overall Atomic-Seen Seen Unseen All

Pretraining kitchens: learned WAM or VLA policies
π0 VLA 14.8 34.6 6.1 1.1 3.6
π0.5 VLA 16.9 39.6 7.1 1.2 4.2
WorldDreamer WAM 35.3 66.3 26.7 9.0 17.9

Target kitchens: VLA policy and agent methods
RLDX-1 VLA 30.0 60.0 21.3 5.0 13.1
PyRUA-Lean Agent + VLA 56.4 86.7 – – 39.4
RPent Agent + VLA 59.2 87.8 43.8 42.5 43.1
Auriga Agent 73.2 92.2 67.5 57.5 62.5

and 56.4% for PyRUA-Lean with the same model and reasoning effort, and 30.0% for RLDX-1 alone. It has
the highest success rate in every group of Tab. 5. The margin is largest on the composite tasks, which chain
several subtasks: Auriga completes 62.5% of these episodes, 19.4 percentage points more than RPent and
23.1 more than PyRUA-Lean. Both baselines rely on the RLDX-1 policy for contact-rich phases, and RPent
also on task memory gathered before evaluation; Auriga uses neither.

Where Auriga gains and where it fails. The composite gap reflects how contact-rich phases are executed.
The baselines hand them to RLDX-1, which on its own completes 21.3% of the Composite-Seen and 5.0%
of the Composite-Unseen tasks, while Auriga builds every phase, including grasps, placements, and fixture
operations, from action programs whose stages are checked as they execute (Sec. 4). Of the 67 failed episodes
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Above the bar of Auriga is its difference from the highest other method of the group.

of Auriga, 23 ended when the 100 model requests were used and 44 after the model stopped acting for
several turns (Fig. 19 in App. C). Four composite tasks fail in all five episodes, PackIdenticalLunches and
StoreLeftoversInBowl among the seen and MakeIceLemonade and SeparateFreezerRack among the unseen,
while every Atomic-Seen task succeeds in at least three of its five episodes.

6.4 Ablation Studies

Whereas Fig. 3 (Sec. 2.3) tracked the cumulative gains across development iterations, Tabs. 6 to 10 isolate
the contribution of each mechanism of Secs. 3 to 5 on the frozen configuration of Sec. 6.1.1. Each table
groups related mechanisms and evaluates its variants on ten tasks (Tab. 14 in App. B): Tabs. 6 to 9 on five
standard layouts of each task (50 cases), and Tab. 10 on 30 cases. Each variant removes or restricts the
mechanisms marked in its row while keeping the rest of the configuration fixed, and the Full row reports the
main configuration on the same cases. Alongside the number of successes and the mean Score, each table
reports a mechanism-specific diagnostic per episode for the ablated variants (and for all rows in Tab. 10),
taken from the execution receipts rt, the evidence record Et, or the model calls (Secs. 3.1 and 3.2).

Spatial measurement. Tab. 6 evaluates the mechanisms that provide metric 3D positions (Sec. 5.1): the
camera calibration and 3D object estimates, together with geometry_query for ray–plane intersection
(equation (4)), two-view triangulation, and 3D-to-image projection. In No geometry tools, the calibration, the
3D object estimates, and geometry_query are all removed, so the model locates targets from the RGB
images and the robot state alone (Sec. 5.1). In No triangulation, the calibration, the 3D object estimates,
two-view triangulation, and 3D-to-image projection are removed while ray–plane intersection (equation (4))
remains available at one plane height per pixel. Compared with Full (46/50 successes, mean Score 94.9), No
geometry tools reaches 30/50 successes and a Score of 67.1, with 65.3% of first grasps held. With ray–plane
intersection available, No triangulation reaches 40/50 successes and a Score of 84.0, with 85.7% of first
grasps held; Full adds two-view triangulation, 3D-to-image projection, the calibration, and the 3D object
estimates (Sec. 5.1).

Collision handling. Tab. 7 evaluates two mechanisms that keep execution clear of unintended contact
(Secs. 4.1 and 4.2). In No clearance review, the preview no longer estimates the clearance between the arms,
held objects, and declared obstacles before motion (Sec. 4.1). In No divergence stop, the stage loop in A
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Table 6 Spatial measurement (Sec. 5.1 and equation (4)): successes over the 50 cases, mean Score, and the share of
first grasps that hold (%). The highest successes and Score are in bold. ✓: available; ×: removed.

Variant
Plane

intersection Triangulation
Calibration and
object estimates Successes Score

First grasps
held (%)

No geometry tools × × × 30/50 67.1 65.3
No triangulation ✓ × × 40/50 84.0 85.7
Full ✓ ✓ ✓ 46/50 94.9 –

no longer halts the sequence when a movement exceeds its arrival tolerance τk = (δp, δθ), so later stages
continue from the displaced pose (Secs. 3.4 and 4.2). Compared with Full (36/50 successes, Score 79.8), No
clearance review reaches 31/50 and 69.1, with 1.20 tolerance stops per episode; without the clearance review,
the stage check during execution is the remaining guard against contact (Sec. 4.2). Compared with Full, No
divergence stop reaches 34/50 and 75.1, with 0.00 stops and 0.92 out-of-tolerance movements per episode as
sequences run on, whereas stage verification in Full halts at the first exceeded tolerance and returns a receipt
rt and fresh view (Secs. 3.4 and 4.2).

Table 7 Collision handling (Secs. 4.1 and 4.2): successes over the 50 cases, mean Score, and the stops per episode at a
movement that exceeded its arrival tolerance (δp, δθ). The highest successes and Score are in bold. ✓: available; ×:
removed.

Variant
Clearance

review
Divergence

stop Successes Score
Stops

per episode

No clearance review × ✓ 31/50 69.1 1.20
No divergence stop ✓ × 34/50 75.1 0.00
Full ✓ ✓ 36/50 79.8 –

Preview and checkpoints. Tab. 8 evaluates two mechanisms of the admission operator A (Secs. 3.2 and 4):
previewing a trajectory before execution (Sec. 4.1) and pausing only at model-placed checkpoints (Sec. 4.2).
In No preview, an action request is planned and executed in one call, so the model sees the trajectory only
after it has run (Sec. 4.1). In Pause after every gripper action, A inserts a checkpoint after every gripper stage
that a later movement depends on, rather than only where the model placed one (Sec. 4.2). Compared with
Full (42/50 successes, Score 88.5), No preview reaches 36/50 and 74.7, with 0.96 checkpoint pauses and 4.31
unreviewed motions per episode, 0.98 of which carry a clearance risk that preview reports before motion
(Sec. 4.1). Compared with Full, Pause after every gripper action reaches 37/50 and 78.7 with 13.82 pauses
per episode, whereas model-placed checkpoints in Full pause only at stages selected for inspection (Sec. 4.2).

Table 8 Preview and checkpoints in A (Secs. 3.2, 4.1 and 4.2): successes over the 50 cases, mean Score, and the
checkpoint pauses per episode. The highest successes and Score are in bold. ✓: available; ×: removed.

Variant Preview Checkpoints Successes Score
Pauses

per episode

No preview × placed by the model 36/50 74.7 0.96
Pause after every gripper action ✓ after every gripper action 37/50 78.7 13.82
Full ✓ placed by the model 42/50 88.5 –

Expressive actions. Tab. 9 evaluates the two output-side mechanisms of Sec. 5.2: finger-referenced movement
goals and the shared dual-arm timeline. In Wrist-flange goals, each movement specifies the wrist-flange
position and quaternion rather than a finger contact point and workspace rotations (Sec. 5.2), and the overlay
that projects the finger positions into the image (Sec. 5.1) is removed. In One arm at a time, an action request
may contain stages for only one arm, so the two arms no longer advance on a shared timeline (Sec. 5.2).
Compared with Full (39/50 successes, Score 83.9), Wrist-flange goals reaches 37/50 and 77.1 with 3.42
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unplannable stages per episode, whereas finger-referenced goals in Full let the model specify the finger
contact region and workspace orientation directly (Sec. 5.2). Compared with Full, One arm at a time reaches
35/50 and 74.8 with 1.14 unplannable stages per episode, whereas the shared timeline in Full coordinates
both arms with declared waits in one sequence (Sec. 5.2).

Table 9 Expressive actions (Sec. 5.2): successes over the 50 cases, mean Score, and the planning failures per episode
(requested stages that could not be planned). The highest successes and Score are in bold. ✓: available; ×: removed.

Variant
Finger-referenced

goals
Shared

timeline Successes Score
Planning failures

per episode

One arm at a time ✓ × 35/50 74.8 1.14
Wrist-flange goals × ✓ 37/50 77.1 3.42
Full ✓ ✓ 39/50 83.9 –

Programs. Tab. 10 evaluates how model-written programs interact with A (Secs. 3.2 and 4.1): in Full, a
program computes and calls deliberative tools (Ud) freely, while any physical request (Up) enters A, waits
for the model to review its preview (Sec. 4.1), and returns a receipt rt (Secs. 3.1 and 3.2). In No programs,
the Compute capability (program_run, Tab. 3) is removed, so the model issues every call directly. In
Programs cannot act, programs still run for computation and deliberative queries, but A rejects their physical
requests, so the model issues every physical action directly (Sec. 3.2). In Code as policy, physical requests
from a program run without preview review and return no receipts rt to the program or the model, leaving
only the program’s output and exit status, as in the paradigm contrasted with Auriga in Secs. 2.2 and 3.2.
Compared with Full (30/30 successes, Score 100.0, 46.2 model calls per episode), No programs reaches 19/30
and 75.3 with 66.0 calls per episode (one episode exhausting the 170-response limit), and Programs cannot
act reaches 19/30 and 73.0 with 67.1 calls per episode; in Full, programs issue 28.8 tool calls per episode
while the model executes 5.9 physical actions directly (Sec. 3.2). Compared with Full, Code as policy reaches
20/30 and 77.2 with 71.8 calls per episode. Its programs issue 120 physical actions over the 30 episodes, of
which 2 halt when a movement exceeds its arrival tolerance and 1 stops at a checkpoint; without receipts rt,
each of these programs still exits with code 0, one of them after issuing 8 further actions (Secs. 3.2 and 4.2).

Table 10 Programs (Secs. 2.2, 3.2 and 4.1): successes over the 30 cases, mean Score, and the model calls per episode.
The highest successes and Score are in bold. ✓: available; ×: removed.

Variant Programs
Physical actions
from programs

Review and
receipts Successes Score

Model calls
per episode

Programs cannot act ✓ × ✓ 19/30 73.0 67.1
No programs × × ✓ 19/30 75.3 66.0
Code as policy ✓ ✓ × 20/30 77.2 71.8
Full ✓ ✓ ✓ 30/30 100.0 46.2

6.5 Execution Efficiency and Tool Usage

Episode cost across methods and dimensions. Of the other methods in Tab. 4, PyRUA-Lean [43], HexaShell-
Preview [11], and EmbodiedEvo [20] report the test-episode cost of their RoboDojo runs. Tab. 11 lists the cost
per test episode of these three methods and of Auriga (measured over the 6,299 scored episodes of Tab. 16),
together with each method’s overall average Score in Tab. 4. Of the methods that report input tokens, Auriga
achieves the highest average Score (64.00) and uses 5.63 million input tokens per episode, of which 85.4% are
served from the prompt cache, leaving 0.82 million uncached input tokens per episode (against 3.94 million
total and 0.09 million uncached for EmbodiedEvo at 45.08 Score, and 0.75 million total for PyRUA-Lean at
55.26 Score). An Auriga episode averages 47.5 model calls and 18.8 minutes, compared with 25.7 calls and
12.7 minutes for PyRUA-Lean and a median of 12.3 minutes for HexaShell-Preview. Note that cross-trial
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evolution methods (Tab. 1) also incur pre-evaluation trial costs that are not included in their per-test-episode
numbers, whereas Auriga runs entirely within the evaluated episode.

Fig. 11 compares the five-dimension Score of Auriga (Tab. 4) against the mean input tokens and uncached
input tokens per episode across dimensions (Tab. 16 in App. D). Memory, the dimension with the highest
Score (93.40), is also the cheapest, with 30.0 model calls, 3.11 million input tokens (0.45 million uncached),
and 11.3 minutes per episode, and Open, with the second-highest Score (65.40), is the second cheapest, with
40.7 model calls, 4.67 million input tokens (0.65 million uncached), and 14.9 minutes. Long-Horizon and
Generalization episodes are the most expensive, with 54.5 and 54.2 model calls, 6.70 and 6.57 million input
tokens, and 23.0 and 21.6 minutes, and across all 6,299 episodes Auriga uses 79.7% of the native-step limit
on average (Tab. 16).

Auriga
PyRUA-

Lean
HexaShell-

Preview
Embodied-

Evo

Reasoning effort high high – xhigh
Score 64.00 55.26 53.18 45.08

Model calls 47.5 25.7 – –
Input (M) 5.63 0.75 – 3.94
Cached (%) 85.4 – – 97.6
Uncached (M) 0.82 – – 0.09‡

Output (k) 18.3 9.0 – 19‡

Time (min) 18.8 12.7 12.3§ –

Table 11 Cost per RoboDojo episode of Auriga (over
the 6,299 episodes in Tab. 16) and of the three methods
in Tab. 4 that report it, with each method’s average Score
from Tab. 4; the quantities are defined in Sec. 6.1.1. All
four use gpt-6-astra; a dash marks a quantity the
method does not report. ‡Derived from reported totals or
shares. §Median.
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Tool usage across capabilities and episode progress. Figs. 12 and 13 group the tool calls of the model
by the four capabilities of Tab. 3: Measure, Act, Compute, and Recall. An episode makes 38 direct tool
calls on average, from 45 in Long-Horizon and Generalization episodes to 23 in Memory episodes (Fig. 12).
Act takes the largest share (45%), followed by Measure (24%), Compute (17%), and Recall (15%). Within
each capability, spatial measurement (geometry_query) accounts for 16% of all direct tool calls and
scene observation (robot_observe, alongside stereo_guide) for 8% under Measure; under Act,
trajectory preview (Ud, equation (2)) accounts for 19% and physical execution (Up, equation (3)) for 24%
in robot_action (with robot_wait at 2%), so 44% of all robot_action calls preview a candidate
sequence without advancing the world; under Compute, running programs (program_run) accounts for
17% (with programs issuing 7 additional tool calls per episode on average, rising to 10 in Long-Horizon); and
under Recall, updating the task belief (task_plan, Sec. 3.3) accounts for 13% while querying evidence
records (history_* and operation_memory, Sec. 3.2) accounts for 2%. Across normalized episode
progress t ∈ [0, 1] (Fig. 13), Measure takes 87% of calls before t = 0.05 as the model inspects the scene and
localizes targets before acting; from t = 0.15 onward, Act (46%–54%) and Compute (17%–22%) account for
over 60% of calls while Recall stays between 13% and 17%.
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Execution granularity against the reference harness. To compare model interaction and physical exe-
cution granularity on matched zero-shot scenes, Tab. 12 evaluates Auriga against the published RoboProbe
release [60] across the 15 standard-variant scenes of swap_T (full step-by-step execution traces and mech-
anism statistics are detailed in App. F). Auriga completes 14 of the 15 scenes (93.3% SR), compared with
3 of 15 (20.0% SR) for RoboProbe (+73.3 percentage points), while using fewer model calls per episode
(25.4 vs. 36.6 mean, 24 vs. 38 median). Across the 15 episodes, RoboProbe issues 501 physical execution
batches (33.4 per episode, 10.9 native steps per batch), whereas Auriga issues 47 batches (3.1 per episode,
107.3 native steps per batch)—a 90.6% reduction in physical execution invocations for a comparable number
of native steps (336.2 vs. 365.1), because approach, grasp, transport, and release are previewed and verified as
multi-stage operations rather than single end-effector steps.

Table 12 Task outcomes and execution profiles on 15 matched standard-variant T-block exchange (swap_T) scenes
(detailed trace analysis in App. F).

Task completion Model calls / ep. Physical execution

System Successes SR (%) Exclusive Mean Median Batches / ep. Steps /ep. Steps / batch

RoboProbe [60] 3/15 20.0 0 36.6 38 33.4 365.1 10.9
Auriga 14/15 93.3 11 25.4 24 3.1 336.2 107.3

SR: success rate; Exclusive: scenes solved only by that system. Batches count action invocations that advance the environment,
including early stops; steps are native actions, and steps/batch is their aggregate ratio.

6.6 Qualitative Analysis and Failure Modes

We complement the aggregate metrics and ablations with qualitative episode traces across both RoboDojo
and RoboCasa365, organized around four operational challenges: recovery after grasp failure and transport
slippage (Sec. 6.6), scope-matched replanning and budget-aware preview (Sec. 6.6), 3D geometry-guided
manipulation with VGGT-Omega and SAM 3.1 (Sec. 6.6), and failure modes when repeated corrections under
multi-body coupling exhaust the episode budget (Sec. 6.6). Full step-by-step trace tables on swap_T and
additional case studies are provided in Apps. F and G.
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Recovery from grasp failure, transport slippage, and arm handover. Grasp acquisition, retention during
transport, and stable support after release are tracked as distinct conditions in the task belief Bt, allowing the
model to revise how an object is grasped or transported without losing already verified subgoals (Fig. 14).

Slipped Regrasp Success

DECISION

TOOLS

FEEDBACK

Observe demo

robot_observe

Order not yet known

Recover rabbit

robot_action (right)

Rabbit on table

Re-grasp torso

robot_action (left)

Re-grasp in progress

Continue in order

task_plan

Rabbit in basket

Return arms

robot_action (both)

Success confirmed

The rabbit slipped during the transfer and is now resting on the central table. I’ll regrasp its torso from above with the
left arm and check retention again before carrying it to the basket.

(a) RoboDojo sequence reproduction (imitate_sorting_sequence): preserving sequence order in
Bt and switching from a rim-blocked head grasp to a cross-torso grasp after a handover slip.

The lettuce slipped during the base movement and landed on the counter. I’ll regrasp it there and transfer it to the sink 

with the base stationary.

Slipped Slide in Success

DECISION

TOOLS

FEEDBACK

Pick up the lettuce

object_table

Lettuce in metal bowl

Keep the base still

task_plan

Grip lost during base

Grasp lower section

robot_action (grasp)

Leaf grasps slip

Slide into the basin

robot_action (push)

Lettuce in the sink

Push under the stream

robot_action

Success confirmed

wrist view wrist view wrist view

(b) RoboCasa365 lettuce washing (WashLettuce): keeping the mobile base still and replacing an aerial
lift with a counter-supported slide into the sink after transport slippage.

Figure 14 Recovery from grasp failure and transport slippage across RoboDojo and RoboCasa365. Rather than
repeating the failed command or discarding prior progress, the model updates the contradicted retention condition in Bt

and revises the contact region, active arm, or transport mode.

In RoboDojo imitate_sorting_sequence (Fig. 14a), the model must reproduce a five-object place-
ment order (wristwatch, black device, rabbit, phone, gold vehicle). After the first two objects are verified
inside the basket, the rabbit lies outside the left arm’s reach, so the right arm transfers it toward the center.
When the rabbit slips during transfer and lands outside the basket’s far rim, the task belief keeps the third
slot marked pending rather than advancing to the phone; after a head grasp catches the rim and triggers
a tracking_error stop, the model inspects the wrist view, rotates the jaws across the rabbit’s torso in
a clearer region, verifies placement inside the basket, and only then proceeds to the remaining two objects.
Similarly, in T-block pose exchange (swap_T, Tab. 19 in App. F), when the blue block slips onto the table
during a right-arm transfer whose robot motion nonetheless reports completed with zero final gripper
aperture, the model marks blue retention as contradicted while preserving the already placed pink block
as supported, switches recovery to the nearby left arm, and completes the exchange to the saved initial
pose.

In RoboCasa365 WashLettuce (Fig. 14b), transport slippage prompts the model to change the transport
mode altogether. After the initial grasp, moving the mobile base causes the head of lettuce to slip onto the
counter, as flagged by the execution receipt and wrist-camera object table. When holding the mobile base
stationary still leaves three upper-leaf re-grasps blocked or slipping, the model targets a narrower lower
section of the lettuce beside the sink and replaces an aerial transfer with a counter-supported slide directly
into the basin, before turning on the faucet and pushing the lettuce under the water stream to complete the
task (additional slippage recovery cases on pick_from_conveyor_by_image, stack_bowls, and
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PickPlaceDrawerToCounter are analyzed in App. G).

Scope-matched replanning and budget-aware trajectory preview. When an execution receipt and
post-action observation invalidate a physical assumption, the model matches the scope of its revision to the
contradicted premise (Fig. 15).

The first descent contacted a box flap and shifted the box left. The car is still held. I’ll lift it clear and set it on the table
for the left arm, which has a better approach to the box’s new position.

Blocked Replan Success
DECISION

TOOLS

FEEDBACK

Inspect objects

robot_observe

Four objects outside

Switch to left arm

robot_action (right)

Tracking error

Realign box

robot_action (left)

Recovery in progress

Place car, clear flaps

robot_action (left)

Car and hammer inside

Align box, return arm

robot_action (left)

Success confirmed

(a) RoboDojo object packing (pack_objects_into_box): restoring a box displaced by flap contact
to the central workspace and revising descent clearances.

With the arm clear, the knob’s handle is aligned along the stove, but the burner is still blue. That alignment can also 

occur halfway through a rotation. I’ll turn it further and use the burner feedback to confirm when it reaches off.

Blocked Replan Success

DECISION

TOOLS

FEEDBACK

Find front-right knob

object_table

Burner lit blue

Reposition the wrist

robot_action (twist)

Stopped by resistance

Turn further

robot_action (twist)

Knob aligned, flame on

Keep turning

robot_action (twist)

Burner still on

Turn to off

robot_action

Success confirmed

wrist view wrist view wrist view wrist view

(b) RoboCasa365 burner shutoff (TurnOffStove): re-posturing the wrist when mechanical resistance
halts rotation, then continuing past a deceptive halfway handle alignment while the flame remains blue.

Figure 15 Scope-matched replanning after contact and state discrepancies. Each revision addresses the specific
assumption contradicted by the execution receipt or visual state—restoring a displaced container, re-posturing the wrist
for rotational range, or overriding an ambiguous handle angle.

In RoboDojo pack_objects_into_box (Fig. 15a), the robot must pack a car, shoe, hammer, and
toothbrush into a box with their fronts facing left. During the first car descent, wrist contact with a box
flap stops the arm with an 8.2 cm vertical residual (tracking_error) and shifts the box across the table.
Rather than repeatedly targeting coordinates measured before contact, the model treats the displaced container
as state that must be restored: it sets down the held car, repositions the box to the central workspace, and
revises subsequent trajectories to keep the wrists above the flaps with vertical descents and withdrawals.

In RoboCasa365 TurnOffStove (Fig. 15b), two distinct assumptions are contradicted in sequence during
knob manipulation. First, after a secure grip turns the front-right knob only a few degrees before the execution
receipt reports that rotation was stopped by mechanical resistance, the model keeps the verified knob target
and releases only to reposition its wrist posture for a wider rotational range. Second, after the next turn brings
the knob handle aligned horizontally along the stove—a pose that visually resembles the off position—the
burner flame remains visibly blue in the camera view and the burner-on predicate stays true; recognizing
that a symmetric handle alignment can occur halfway through a rotation, the model commands a further
turn guided by the burner state until the flame extinguishes. Furthermore, when late corrections face a tight
step limit—as in a swap_T episode where a 94◦ stem misalignment is detected at native step 345 with only
55 steps remaining (Tab. 21 in App. F)—paused-world preview rejects an initial 95-step correction and a
57-step revision before moving the robot, enabling the model to compress approach, rotation, release, and
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withdrawal into a 51-step coordinated trajectory that succeeds at step 396 (further replanning episodes on
plug_in_charger, DeliverStraw, and SetUpCuttingStation are detailed in App. G).

Geometry-guided manipulation with VGGT-Omega and SAM 3.1. Fig. 16 compares recorded episodes
with and without 3D geometric perception (Sec. 5.1) on matched scenes in RoboDojo and RoboCasa365.

On a randomized RoboDojo pack_objects_into_box scene (Fig. 16a), the VGGT-Omega/SAM 3.1
object table reports an initial 18◦ box yaw misalignment, prompting the model to grasp the
front wall and rotate the box from 109◦ to 90◦ before packing; to grasp the hammer, query-
ing pixel (267, 274) via geometry_query with a VGGT-derived center-height plane yields
pquery ≃ (−0.1051,−0.1827, 0.7795)m, guiding a finger-referenced grasp at (−0.105,−0.183, 0.778)m
to pack all four objects, whereas the run without VGGT/SAM exhausts the step limit.

On RoboCasa365 StackBowlsCabinet (Fig. 16b), the SAM 3.1 object table locates the open cabinet

Success

Fail

Query VGGT/SAM for 3D localization → parameterize grasp → grasp and place the hammer.

Initial head RGB and VGGT footprint indicate about 18–19 degrees yaw.

Without VGGT/SAM

With VGGT/SAM Step Limit Reached and Task Failure

Successful
Placement

Placement
Failure

(a) RoboDojo object packing (pack_objects_into_box, randomized scene) without (top) and with
(bottom) VGGT-Omega and SAM 3.1.

Success

Fail

Query SAM for 3D positions → set grasp and place heights → place both bowls.

Object table: large-bowl rim at 0.991 m, shelf top at 1.422 m, small-bowl rim at 0.967 m.

Without SAM object table

With SAM object table No Progress and Task Failure

Grasp at 

measured rim

Bowl slips at 

cabinet

(b) RoboCasa365 cabinet loading (StackBowlsCabinet) without (top) and with (bottom) the SAM 3.1
3D object table.

Figure 16 3D geometry-guided manipulation on matched scenes. Estimated 3D bounding boxes, orientations, and
surface heights guide container alignment, below-rim grasps, and shelf clearance across both benchmarks.
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shelf top at 1.422m, the large-bowl rim at 0.991m (x = 5.431m), and the small-bowl rim at 0.967m
(x = 5.502m); the model grasps each bowl 2 cm below its measured rim (0.968m and 0.948m) and places
them at 1.477m inside the cabinet to succeed in 29 responses, whereas without the object table the large bowl
slips at the cabinet opening, settles inverted on the counter, and eventually falls to the floor.

Failure modes under multi-body coupling and expanding recovery scope.

Initial scene Regrasp and rotation Supported correction
Pinch the rim to

stabilise the stack
Final failure

Contact shifts
the stack

Stack slips
and leans

Stack rolls
onto its side Fail

The task terminates in failure when the action step limit is exhausted after repeated corrective attempts.

(a) RoboDojo bowl stacking (stack_bowls): leveling a tilted third bowl lifts and rolls the nested stack,
exhausting the 800-step native budget.

Initial scene Load the baguette Recover the bread
Slide the loaded rack

Final failure

Baguette slips Bread under 

the rack

Bread still 

below Fail

The task ends in failure when the 100-request model budget runs out after repeated corrections.

wrist view wrist view wrist view

(b) RoboCasa365 toaster loading (HeatKebabSandwich): the baguette lands below the wire rack, and
pulling the thin rack rail consumes the 100-request budget.

Figure 17 Failure modes after repeated corrections under multi-body coupling. When a recovery action displaces
an already assembled stack or traps an object beneath a fixture rack, local motion completions do not restore cumulative
task progress before the budget expires.

Fig. 17 illustrates two representative failure episodes where local corrections perturb coupled structures and
exhaust the episode budget (step-by-step budget accounting in Tabs. 22 and 23 in App. G). In RoboDojo
stack_bowls (Fig. 17a), after the model recovers from an initial slip to form a two-bowl stack (242 steps
used, 558 left), placing the third bowl leaves it tilted; attempting to level the top bowl at step 440 lifts the
nested three-bowl stack together, which slips and rolls onto its side during rotation, and subsequent supported
pushes roll again upon arm withdrawal until the 800-step native budget expires (Score 15/100).

In RoboCasa365 HeatKebabSandwich (Fig. 17b), while loading a baguette into a toaster oven, contact
with the oven entrance causes the bread to slip and land inside the oven below the wire rack at request 41,
leaving its rack-contact predicate false. To expose the bread underneath, the model must pull out the wire
rack—expanding the problem to grasping a thin front rail that repeatedly slips between requests 63 and
86; although the kebab is placed on the rack at request 50 and the rack finally slides outward at request
86, only 14 requests remain and the 100-request budget expires before the baguette can be lifted onto the
rack. These failures highlight the boundary of kinematic trajectory execution: while stage verification and
belief updates reliably detect discrepancies, recovery actions that disturb coupled multi-body assemblies or
introduce secondary fixture obstacles can consume the remaining budget without achieving stable support.

7 Related Work
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7.1 LLMs and VLMs for Embodied Reasoning

Robotic applications of language and vision-language models span task planning, spatial grounding, and
direct action generation. Alongside general-purpose models such as GPT-6 [34] and Claude Opus 5.5 [1],
embodied foundation models specialize perception and reasoning for physical interaction [6, 12, 19, 45, 58].
Evaluations of GPT-6 Astra [10, 60] investigate direct numerical control and cooperation with learned policies,
revealing a gap between semantic task understanding and precise physical execution. Other work adapts
robot behavior through context: GPT-Policy [5] preserves task-relevant demonstration transitions, while
RoboICL [24] organizes demonstrations and interaction memory around observations, actions, and execution
receipts.

7.2 Agentic Harnesses for Robotics

Agentic harnesses organize model interaction with robot tools, programs, and execution feedback. Trial-and-
error interaction operates within a task: Agent as Policy [16] and CaP-Agent0 [9] within CaP-X allow agents
to construct programs and revise execution using observations and tool results, while RoboHarness [38]
emphasizes a visual-geometric control interface. The agent may also delegate action generation: Physi-
calRSI [31] provides task-aware memory and skills backed by code policies or π0.5 [36], and FastHarness [22]
adapts the frequency of VLM supervision over a frozen vision-language-action (VLA) model.

Cross-trial evolution uses rollout feedback to revise programs, tools, or policies for subsequent executions.
HarnessPAI [48] keeps the generated program fixed within a rollout, including its observation-dependent
checks, and revises it across rollouts. HexaShell [11] separates an acting agent from an optimizer that repairs
and tests executable tools; EmbodiedEvo [20] separates exploration from evaluation, passing distilled code
skills and failure lessons to independent test agents. Both freeze the acquired experience for evaluation without
updating model weights. Related approaches evolve skills and context code, attribute execution failures,
or select informative physical trials [7, 44, 47]; rollout scale and candidate selection also affect harness
improvement [51]. WorldScape-R2SI [29] jointly improves reusable skills and a reactive action model, while
ENPIRE [53] lets agents revise policy-training algorithms and infrastructure using real-robot evaluations.

Skill libraries complement cross-trial improvement by storing reusable procedures for later retrieval and
composition. ASPIRE [26] stores validated repair knowledge as reusable in-context guidance, including
applicability conditions, repair strategies, and optional code sketches; RATs [59] stores code skills acquired
through self-directed play and retrieves them from a frozen library for downstream tasks. Teach-and-Grow [33]
derives closed-loop Skill Blocks from subgoals shared across demonstrations and retains execution conditions
and repairs in a separate experience memory. Real2Gym [39] retains task procedures, object-relative motions,
and recovery strategies from interaction in simulation environments reconstructed from videos, then reuses
them on physical robots. GaP [3] focuses on composition, assembling existing perception, planning, and
control modules into computation graphs refined through simulation. Auriga organizes interaction within a
persistent model session, where generated programs and direct tool calls share a physical execution interface
and return observations and outcomes to guide subsequent decisions.

7.3 Vision-Language-Action and World Action Models

Learned action models map visual and language inputs to robot actions and can serve as policies invoked by an
agent. Recent VLA work explores heterogeneous-data co-training and cross-embodiment adaptation [36, 37,
52, 54, 56, 62], experience-driven policy improvement [35], and joint reasoning and action generation [25].
InternVLA-A1.5 [28] further introduces latent foresight supervised by a pretrained video model while
retaining semantic training objectives.

World action models (WAMs) incorporate predictive modeling or supervision from future observations into
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action learning. Video-based approaches jointly model actions and future observations [18, 50, 55]; VPP2 [14]
strengthens manipulation-specific video prediction, and X-WAM [13] adds multi-view RGB-D prediction with
asynchronous action decoding. Future supervision can also shape action representations without requiring
future-video generation at deployment, as in Being-H0.7, Fast-WAM, and InternW0-∆ [27, 30, 57]. JEPA-
WAM [23] couples latent transition prediction to action generation, while Long-WAM [15] studies causal
pretraining and longer observation histories. When these policies are used within a harness, the agent
coordinates their invocation, evaluates execution outcomes, and revises the task procedure.

8 Conclusion

We have presented Auriga, a task-agnostic agent harness for zero-shot manipulation within a single episode,
closing 68.3% of the planning–execution gap of vision-language models on RoboDojo (from 22.5% under the
reference interface toward the 76.2% arm-free upper bound) without target-task exploration, demonstrations,
or environment resets. In Auriga, the model makes all task decisions over an explicit task belief Bt and acts
through direct tool calls or synthesized multi-step Python programs, while the harness supplies calibrated 3D
perception, finger-referenced dual-arm control, and a single admission gateway A that previews trajectories
while simulation is paused and verifies stage tolerances and grasp bounds during execution for in-place
recovery. Developed across 13 cross-task capability iterations and frozen for evaluation, Auriga ranks first
overall on the 42-task RoboDojo leaderboard with a 64.0 Score and 57.7% success rate, maintains first place
under scene randomization (G = 46.3) while learned policies drop by up to 33.9%, and achieves a 73.2%
success rate on RoboCasa365 mobile manipulation. Future work will extend this closed-loop execution
architecture toward continuous force-sensitive manipulation, lower deliberation latency, and automated
cross-task tool synthesis.
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A Benchmark Tasks and Evaluation Scope

Tab. 13 lists the 42 tasks of RoboDojo by capability dimension (Sec. 6.1.1).

Evaluation protocol comparison scope (Tab. 1). Tab. 1 in Sec. 2.1 distinguishes target-task environment
trials from offline demonstration analysis. Prepared code/skills include procedures later generalized across
tasks; trial-derived memory denotes separate notes inherited from earlier trials. Demo-derived artifacts are
distilled text or code, whereas demo references are recorded images or motions, including those retrieved
from frozen packages. Task-independent tools, public task specifications, current-episode history, benchmark-
required memory events, and training data encoded in model weights are outside these categories. A fixed
evaluation agent does not establish the absence of earlier task-driven tool development: PyRUA-Lean uses
shared primitives without cross-episode memory, but does not report whether target-task trials informed their
development, so its two preparation entries are marked as not reported [43]; HexaShell is shown for non-Open
tasks, as its Open setting omits task-specific development and notes [11]; and the R2SI row describes the
inspected public release, where outer-loop trials exclude Open tasks and the snapshot supplies no separate
memory files or demo context, although the framework supports memory updates and its WAMs use trained
weights [29].

Table 13 The five capability dimensions of RoboDojo and their tasks.

Dimension Tasks What it covers Task identifiers

Generalization 12 Manipulation across varied
objects and layouts,
including randomized
scene variants

stack_bowls, push_T, pack_objects_into_box,
fold_clothes, hang_mugs, sweep_blocks,
pour_liquid_into_cup, make_toast,
arrange_largest_number, sort_nesting_dolls_by_size,
store_laptop_and_headphones, stack_blocks

Precision 8 Fine-grained manipulation
under tight spatial
constraints

fasten_screws, plug_in_charger, insert_tubes,
pour_balls_into_vase, play_Xylophone, deposit_coin,
insert_key, build_tower

Long-Horizon 8 Multi-step tasks that
require completing several
subgoals

put_bottles_into_dustbin, fill_pen_holder,
classify_objects, play_tic_tac_toe, fill_egg_holder,
organize_table, make_kong, play_stacking_toy

Memory 6 Tracking state, recalling a
sequence, or matching
after a delay

cover_blocks, match_and_pick_from_conveyor,
swap_blocks, swap_T, press_by_number,
imitate_sorting_sequence

Open 8 Open-ended tasks and
manipulation conditioned
on language or images

align_blocks, general_pickup,
stack_blocks_by_language, solve_equation,
classify_objects_by_language,
pick_from_conveyor_by_image, store_tools_in_toolbox,
pour_by_language

B Ablation Details

Tab. 14 lists the ten tasks of each ablation table in Sec. 6.4: five standard layouts per task (50 cases) in Tabs. 6
to 9, and 30 cases in Tab. 10.
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Table 14 The ten tasks of each ablation table by dimension: five standard layouts per task (50 cases) in Tabs. 6 to 9,
and 30 cases in Tab. 10.

Table Tasks

Tab. 6 Generalization: stack_blocks, stack_bowls, push_T; Long-Horizon: play_tic_tac_toe; Memory:
cover_blocks, press_by_number, imitate_sorting_sequence; Open: align_blocks,
stack_blocks_by_language, classify_objects_by_language

Tab. 7 Generalization: stack_bowls, sort_nesting_dolls_by_size; Precision: fasten_screws, insert_tubes;
Long-Horizon: classify_objects, play_stacking_toy; Memory: cover_blocks, swap_T; Open:
classify_objects_by_language, align_blocks

Tab. 8 Generalization: fold_clothes, arrange_largest_number, sort_nesting_dolls_by_size; Precision:
fasten_screws; Long-Horizon: classify_objects; Memory: swap_T, cover_blocks,
imitate_sorting_sequence; Open: pick_from_conveyor_by_image, classify_objects_by_language

Tab. 9 Generalization: fold_clothes, arrange_largest_number; Precision: fasten_screws, play_Xylophone;
Long-Horizon: classify_objects, play_tic_tac_toe; Memory: press_by_number, cover_blocks; Open:
classify_objects_by_language, align_blocks

Tab. 10 Generalization: sort_nesting_dolls_by_size, pack_objects_into_box; Precision: fasten_screws;
Long-Horizon: play_stacking_toy, play_tic_tac_toe, classify_objects; Memory: press_by_number,
imitate_sorting_sequence; Open: pick_from_conveyor_by_image, classify_objects_by_language

C RoboCasa365 Results

Tab. 15 lists four entries of the official RoboCasa365 leaderboard [40], which are evaluated in the pretraining
kitchens rather than in the target kitchens of Tab. 5; Xiaomi-Robotics-1 leads all four columns among these
entries, with 57.4% Overall. Fig. 18 plots these four entries alongside Auriga, RPent, and RLDX-1 from
Tab. 5. Fig. 19 gives the outcome of every task and episode of Auriga.

Table 15 Success rates (%) of four entries of the official RoboCasa365 leaderboard [40] on the 50 Target50 tasks,
evaluated in the pretraining kitchens and ordered by ascending Overall SR. Overall is the mean over the 50 tasks.

Method Type Overall Atomic-Seen Composite-Seen Composite-Unseen

π0 VLA 14.8 34.6 6.1 1.1
π0.5 VLA 16.9 39.6 7.1 1.2
WorldDreamer WAM 35.3 66.3 26.7 9.0
Xiaomi-Robotics-1 VLA 57.4 80.2 57.1 32.1

Overall Atomic-Seen Composite-Seen Composite-Unseen
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+15.0

Auriga RPent (GPT-6 Astra, high) RLDX-1 Xiaomi-Robotics-1 WorldDreamer π0.5 π0

Figure 18 Success rates (%) on RoboCasa365 by group: Auriga, RPent, and RLDX-1 from Tab. 5 (target kitchens,
250 episodes) and the leaderboard entries of Tab. 15 (pretraining kitchens), with Auriga first. In each group, the bar
of Auriga shows its rate and, above it, its difference from the highest other method of Tab. 5; another method’s bar is
labeled with its rate only where it reaches that of Auriga (Tabs. 5 and 15 list all values).

40



CloseFridge 5/5
CloseToasterOvenDoor 5/5

NavigateKitchen 5/5
OpenCabinet 5/5
OpenDrawer 5/5

PickPlaceCounterToStove 5/5
PickPlaceDrawerToCounter 5/5

PickPlaceSinkToCounter 5/5
PickPlaceToasterToCounter 5/5

SlideDishwasherRack 5/5
TurnOffStove 5/5

TurnOnElectricKettle 5/5
TurnOnMicrowave 5/5

CloseBlenderLid 4/5
CoffeeSetupMug 4/5

OpenStandMixerHead 4/5
PickPlaceCounterToCabinet 3/5

TurnOnSinkFaucet 3/5

1 2 3 4 5
Atomic-Seen, 83/90

DeliverStraw 5/5
GetToastedBread 5/5

PreSoakPan 5/5
RinseSinkBasin 5/5

ScrubCuttingBoard 5/5
WashLettuce 5/5
KettleBoiling 4/5

PrepareCoffee 4/5
SetUpCuttingStation 4/5

LoadDishwasher 3/5
SearingMeat 3/5

StackBowlsCabinet 3/5
StirVegetables 2/5

SteamInMicrowave 1/5
PackIdenticalLunches 0/5
StoreLeftoversInBowl 0/5

1 2 3 4 5
Composite-Seen, 54/80

ArrangeTea 5/5
CuttingToolSelection 5/5

PortionHotDogs 5/5
ArrangeBreadBasket 4/5

BreadSelection 4/5
PanTransfer 4/5

WeighIngredients 4/5
GatherTableware 3/5

RecycleBottlesByType 3/5
CategorizeCondiments 2/5

HeatKebabSandwich 2/5
WaffleReheat 2/5

WashFruitColander 2/5
GarnishPancake 1/5

MakeIceLemonade 0/5
SeparateFreezerRack 0/5

1 2 3 4 5
Composite-Unseen, 46/80

Success Failure: 100 model requests used Failure: model stopped acting

Figure 19 Outcome of every episode of Auriga on the 250 Target50 episodes, by task and seed: success, failure after
the 100 model requests of the episode were used, and failure after the model stopped acting for several turns. Within
each group, tasks are ordered by their number of successes.

D Additional Results

Tab. 16 lists the episode cost of Auriga by dimension corresponding to Fig. 11. Across the 6,299 episodes
in Tab. 16, successful episodes (3,405 episodes) complete efficiently once the task subgoals are verified,
averaging 30.3 model calls, 3.10 million input tokens, 11.5 minutes, and 65.6% of the native-step limit without
ever exhausting the step budget. The remaining 2,894 episodes, which continue online recovery attempts
until the budget expires, average 67.6 model calls, 8.61 million input tokens, 27.5 minutes, and 96.4% of the
native-step limit, accounting for 65.5% of all model calls and 70.2% of all input tokens. Tab. 17 lists the SR
and Score on the standard and random scenes of the 12 Generalization tasks together with the change between
the two scene types (with the SR change and G plotted in Fig. 9), and Fig. 20 plots the Score and SR of the
methods in Fig. 8 and of RoboProbe as bars.

Table 16 Cost of an Auriga episode by dimension across the 6,299 evaluated episodes: episodes, mean model calls,
input tokens and their cached share, output tokens, the share of the native-step limit used, and wall-clock time.

Dimension Episodes Model Input Cached Output Steps Time
calls (M) (%) (k) used (%) (min)

Generalization 1,800 54.2 6.57 84.8 21.9 79.6 21.6
Precision 1,200 50.2 6.02 85.9 19.5 86.9 20.2
Long-Horizon 1,199 54.5 6.70 85.2 21.8 88.8 23.0
Memory 900 30.0 3.11 85.5 9.0 68.9 11.3
Open 1,200 40.7 4.67 86.1 15.4 71.8 14.9

All 6,299 47.5 5.63 85.4 18.3 79.7 18.8
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Figure 20 Score (top) and SR in % (bottom) of Auriga, the seven other methods of Fig. 8, and RoboProbe, on average
and by dimension. Auriga is the first bar of each group, followed by the other methods in order of average Score. Above
the bar of Auriga are its value and, higher up in grey, its difference from the highest of the other eight methods, whose
value is given above its own bar where it is higher than Auriga.

Table 17 Generalization under scene randomization on the 12 Generalization tasks for the entries of Tab. 4: SR (%)
and Score on the standard and random scenes, with the change (random − standard) and relative SR change. Above
Auriga, entries are ordered by ascending composite generalization score G (Fig. 9). Bold: best entry per column.

SR (%) Score

Method Standard Random Change Rel. change Standard Random Change

PhysicalRSI 25.67 5.56 −20.1 −78% 31.57 11.04 −20.5
VPP2 46.44 12.56 −33.9 −73% 52.14 20.63 −31.5
Awomo-0.5 30.89 16.78 −14.1 −46% 37.70 22.92 −14.8
Rex-M1 Preview 34.78 17.33 −17.5 −50% 42.64 25.46 −17.2
GO-3 Nano Preview 43.00 24.33 −18.7 −43% 45.93 26.97 −19.0
Simate-beta 33.22 22.67 −10.6 −32% 40.54 29.63 −10.9
RoboProbe 32.67 28.33 −4.3 −13% 35.32 31.40 −3.9
HexaShell-Preview 38.00 31.00 −7.0 −18% 43.28 35.15 −8.1
WALL-OSS-1.0-lite 45.44 30.44 −15.0 −33% 53.44 39.88 −13.6
EmbodiedEvo 30.33 31.33 +1.0 +3% 34.55 35.88 +1.3
WorldScape-R2SI 40.33 31.33 −9.0 −22% 46.62 39.28 −7.3
PyRUA-Lean 45.33 41.00 −4.3 −10% 50.47 46.07 −4.4

Auriga 52.28 45.61 −6.7 −13% 56.22 49.58 −6.6

E Per-Task Results

Fig. 21 compares Auriga with the four other agent methods of Tab. 4 (PyRUA-Lean, HexaShell-Preview,
EmbodiedEvo, and RoboProbe) task by task in Score and in SR, and Tab. 18 lists the corresponding per-task
Score and SR values.
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Score SR (%)
Auriga AurigaPyRUA-Lean PyRUA-LeanHexaShell-

Preview
HexaShell-

PreviewEmbodiedEvo EmbodiedEvoRoboProbe RoboProbe

Tasks: Auriga higher / tied / lower 24 / 1 / 17 31 / 1 / 10 34 / 1 / 7 41 / 0 / 1 22 / 4 / 16 28 / 5 / 9 32 / 4 / 6 38 / 3 / 1

Generalization
stack_bowls 92.5 91.3+18.6 +21.3+5.6 +5.3+32.6 +35.3+26.0 +29.3

push_T 86.0 86.00 0−10.1 −10.00 0+26.0 +26.0
pack_objects_into_box 27.3 14.7−18.7 −15.3−5.8 −1.3+13.2 +14.7+15.7 +14.7

fold_clothes 74.5 69.3+15.3 +17.3+26.9 +29.3−10.7 −12.7−1.9 −2.7
hang_mugs 19.5 4.0−8.2 −8.0+0.5 0+12.4 +4.0+18.6 +4.0

sweep_blocks 40.7 40.7+34.7 +34.7+32.7 +32.7+38.7 +38.7+36.7 +36.7
pour_liquid_into_cup 7.3 7.3+3.3 +3.3+5.3 +5.3−18.7 −18.7+3.3 +3.3

make_toast 28.7 26.0+7.2 +12.0+27.2 +26.0+23.7 +22.0+28.2 +26.0
arrange_largest_number 90.9 88.0+10.8 +14.0+60.7 +66.0+42.6 +56.0+22.2 +28.0

sort_nesting_dolls_by_size 61.3 61.3−8.7 −8.7+9.3 +9.3+47.3 +47.3+43.3 +43.3
store_laptop_and_headphones 7.1 0.0+2.3 0+2.3 0+4.3 0+5.5 0

stack_blocks 98.3 98.0−1.7 −2.0+8.8 +10.0+26.1 +30.0+10.2 +12.0
Precision

fasten_screws 80.7 69.3+0.1 +1.3+50.9 +51.3+25.1 +31.3+44.3 +53.3
plug_in_charger 20.7 20.7+4.7 +4.7−11.3 −11.3+14.7 +14.7+20.7 +20.7

insert_tubes 61.3 46.0−5.1 −4.0+20.5 +24.0+15.3 +14.0+55.3 +46.0
pour_balls_into_vase 38.0 38.0−28.0 −28.0−42.0 −42.0+16.0 +16.0+34.0 +34.0

play_Xylophone 77.3 77.3+15.3 +15.3+19.3 +19.3+67.3 +67.3+69.3 +69.3
deposit_coin 42.5 32.0−1.5 −8.0+16.1 +16.0+4.9 +10.0+26.5 +30.0
insert_key 14.8 0.0+14.8 0−0.2 0−0.2 0+0.4 0
build_tower 35.2 24.7+12.0 +20.7−12.8 −5.3+26.2 +24.7+18.8 +22.7

Long-Horizon
put_bottles_into_dustbin 89.3 82.7−2.9 −5.3+18.8 +24.7+18.1 +26.7+54.0 +72.7

fill_pen_holder 43.0 15.3+19.5 +7.3+36.9 +15.3+42.1 +15.3+38.0 +15.3
classify_objects 97.7 96.7+0.6 +0.7+12.4 +18.7+62.2 +80.7+28.7 +40.7
play_tic_tac_toe 95.0 83.9−2.2 −10.1−4.0 −12.1−5.0 −16.1+84.3 +83.9
fill_egg_holder 11.1 0.7−10.1 −5.3+2.3 +0.7−4.7 +0.7+5.6 +0.7
organize_table 69.0 19.3+44.0 +15.3+55.0 +19.3+34.0 +17.3+29.5 +19.3

make_kong 27.3 27.3+27.3 +27.3+25.3 +25.3+27.3 +27.3+27.3 +27.3
play_stacking_toy 64.7 36.0−13.5 −18.0+7.1 +18.0+52.5 +36.0+58.1 +36.0

Memory
cover_blocks 84.6 83.3−15.4 −16.7−15.4 −16.7+0.6 −0.7+35.3 +37.3

match_and_pick_from_conveyor 96.7 96.7+10.7 +10.7+22.7 +22.7+36.7 +36.7+34.7 +34.7
swap_blocks 96.7 96.7+56.7 +56.7+18.7 +18.7+16.7 +16.7+96.7 +96.7

swap_T 91.3 91.3−0.7 −0.7−4.7 −4.7+3.3 +3.3+73.3 +73.3
press_by_number 96.0 95.9+96.0 +95.90 −0.1+8.0 +7.9+26.0 +25.9

imitate_sorting_sequence 95.3 94.0+2.9 +2.0+32.1 +52.0+19.5 +34.0+36.4 +58.0
Open

align_blocks 90.7 90.7+14.7 +14.7+12.7 +12.7−7.3 −7.3+40.7 +40.7
general_pickup 93.3 93.3+7.3 +7.3+11.3 +11.3+9.3 +9.3+9.3 +9.3

stack_blocks_by_language 96.8 96.0−3.2 −4.0+0.4 0+45.2 +46.0+48.8 +56.0
solve_equation 87.3 87.3+15.3 +15.3+1.3 +1.3+17.3 +17.3+47.3 +47.3

classify_objects_by_language 92.1 88.7−2.5 −3.3+12.7 +16.7+34.1 +48.7+46.1 +58.7
pick_from_conveyor_by_image 44.7 44.7+22.7 +22.7+16.7 +16.7−7.3 −7.3+40.7 +40.7

store_tools_in_toolbox 13.3 0.0−2.2 0−0.7 0+12.8 0+10.8 0
pour_by_language 4.9 4.0−13.5 −14.0+4.9 +4.0+4.5 +4.0+4.5 +4.0

Auriga lower by
>30 10–30 0–10 tied 0–10 10–30 >30

Auriga higher by

Figure 21 Auriga against PyRUA-Lean, HexaShell-Preview, EmbodiedEvo, and RoboProbe on each task, in Score
(left) and SR in % (right). In each panel, the first column gives the value of Auriga and each remaining column gives the
difference (Auriga minus that method): blue where Auriga is higher, red where it is lower, and grey where the two are
tied, darker for larger differences. The top row counts the tasks on which Auriga is higher, tied, and lower, with a bar of
their shares.

Table 18 Per-task results of Auriga (SR in % and Score) and per-task SR (%) of the four other agent methods in Tab. 4
(Sec. 6.1.1). Bold: highest SR of a task (none where all five are at 0.0).

Auriga SR (%) of the four other agent methods

Task SR Score
PyRUA-

Lean
HexaShell-

Preview EmbodiedEvo RoboProbe

Generalization
stack_bowls 91.3 92.5 70.0 86.0 56.0 62.0
push_T 86.0 86.0 86.0 96.0 86.0 60.0
pack_objects_into_box 14.7 27.3 30.0 16.0 0.0 0.0
fold_clothes 69.3 74.5 52.0 40.0 82.0 72.0
hang_mugs 4.0 19.5 12.0 4.0 0.0 0.0
sweep_blocks 40.7 40.7 6.0 8.0 2.0 4.0

Continued on the next page
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Table 18 Per-task results (continued).

Auriga SR (%) of the four other agent methods

Task SR Score
PyRUA-

Lean
HexaShell-

Preview EmbodiedEvo RoboProbe

pour_liquid_into_cup 7.3 7.3 4.0 2.0 26.0 4.0
make_toast 26.0 28.7 14.0 0.0 4.0 0.0
arrange_largest_number 88.0 90.9 74.0 22.0 32.0 60.0
sort_nesting_dolls_by_size 61.3 61.3 70.0 52.0 14.0 18.0
store_laptop_and_headphones 0.0 7.1 0.0 0.0 0.0 0.0
stack_blocks 98.0 98.3 100.0 88.0 68.0 86.0
Precision
fasten_screws 69.3 80.7 68.0 18.0 38.0 16.0
plug_in_charger 20.7 20.7 16.0 32.0 6.0 0.0
insert_tubes 46.0 61.3 50.0 22.0 32.0 0.0
pour_balls_into_vase 38.0 38.0 66.0 80.0 22.0 4.0
play_Xylophone 77.3 77.3 62.0 58.0 10.0 8.0
deposit_coin 32.0 42.5 40.0 16.0 22.0 2.0
insert_key 0.0 14.8 0.0 0.0 0.0 0.0
build_tower 24.7 35.2 4.0 30.0 0.0 2.0
Long-Horizon
put_bottles_into_dustbin 82.7 89.3 88.0 58.0 56.0 10.0
fill_pen_holder 15.3 43.0 8.0 0.0 0.0 0.0
classify_objects 96.7 97.7 96.0 78.0 16.0 56.0
play_tic_tac_toe 83.9 95.0 94.0 96.0 100.0 0.0
fill_egg_holder 0.7 11.1 6.0 0.0 0.0 0.0
organize_table 19.3 69.0 4.0 0.0 2.0 0.0
make_kong 27.3 27.3 0.0 2.0 0.0 0.0
play_stacking_toy 36.0 64.7 54.0 18.0 0.0 0.0
Memory
cover_blocks 83.3 84.6 100.0 100.0 84.0 46.0
match_and_pick_from_conveyor 96.7 96.7 86.0 74.0 60.0 62.0
swap_blocks 96.7 96.7 40.0 78.0 80.0 0.0
swap_T 91.3 91.3 92.0 96.0 88.0 18.0
press_by_number 95.9 96.0 0.0 96.0 88.0 70.0
imitate_sorting_sequence 94.0 95.3 92.0 42.0 60.0 36.0
Open
align_blocks 90.7 90.7 76.0 78.0 98.0 50.0
general_pickup 93.3 93.3 86.0 82.0 84.0 84.0
stack_blocks_by_language 96.0 96.8 100.0 96.0 50.0 40.0
solve_equation 87.3 87.3 72.0 86.0 70.0 40.0
classify_objects_by_language 88.7 92.1 92.0 72.0 40.0 30.0
pick_from_conveyor_by_image 44.7 44.7 22.0 28.0 52.0 4.0
store_tools_in_toolbox 0.0 13.3 0.0 0.0 0.0 0.0
pour_by_language 4.0 4.9 18.0 0.0 0.0 0.0

F Extended Execution Trace Analysis

We examine swap_T, a pose-exchange task in the Memory dimension, to study how a remembered objective
guides manipulation after the scene changes (complementing the matched-scene baseline comparison in
Sec. 6.5 and Tab. 12). The robot must exchange two T-shaped blocks so that each occupies the other’s
initial position and orientation. This task combines three demands in a compact setting: preserving a spatial
reference after its source object moves, coordinating access to a shared workspace, and correcting the object
pose when grasping or release changes it. The asymmetric T shape makes orientation part of the goal, so
exchanging positions alone is insufficient. We analyze the 15-scene standard-variant diagnostic set for this
task, using their task-belief records, action specifications, execution receipts, and evaluator outcomes.

Preserving object goals across changes in execution. For analysis, let T̂A,0 and T̂B,0 denote the two
initial planar poses comprising planar position and yaw estimated from the calibrated images. The exchange
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assigns the object goals
GA = T̂B,0, GB = T̂A,0. (5)

These goals remain fixed when the model changes a grasp or assigns the remaining transfer to another
arm. The current object location and its relation to the gripper, however, must be updated from subsequent
observations. This distinction matters after slippage: re-localizing the fallen block supplies a new pickup
pose, while the saved initial pose still supplies its destination. The recorded task_plan separates these
roles through the plan, attention, and ledger described in Sec. 3.3. Its updates retain the original placement
requirement while revising which physical conditions are supported and which remain unresolved.

A completed motion can still require a task-level correction. Tab. 19 follows a successful exchange in
which the pink block has already reached the blue block’s initial pose. During the remaining right-arm
transfer, the blue block slips onto the table. The crossing stage reports completed, but its grip feedback
records a zero final aperture, and the returned image places the block to the left of its target. The next belief
revision marks blue retention as contradicted while retaining the pink placement as supported. The
model then selects the nearby left arm, re-localizes the blue stem, and specifies a short, slow transfer to the
original target. Thus the correction changes the arm, pickup coordinates, and transport motion together, while
preserving both the completed placement and the outstanding object goal.

Table 19 Task state, execution feedback, and correction in a successful T-block exchange. Entries condense the
recorded task belief and actions; steps are cumulative native actions from receipt budget counters. The destination
remains the opposite block’s initial pose throughout.

Step Recorded state and feedback Decision or verified outcome

72 Both blocks are lifted; the belief records retention as
supported and the exchange as pending.

Preserve both initial outlines; place pink first and inspect its
release.

169 Pink has been released at blue’s initial pose; blue
remains to be transferred.

Keep the completed placement and move blue with the right
arm.

278 The transfer motion completes, but the final aperture
is zero and the image shows blue on the table.

Mark blue retention as contradicted; preserve pink as
supported; switch recovery to the left arm.

332 The left-arm re-grasp and slow lift complete; the right
arm returns.

Use a short, slow placement at the saved target, followed by
release and withdrawal.

380 The evaluator reports task success within the 400-step
budget.

Both object goals are satisfied after the local recovery.

Recovery preserves completed work. The two ledger entries distinguish an unresolved blue transfer from an
already supported pink placement. Consequently, the model does not repeat the entire exchange or derive a
new destination from the displaced scene. It repairs the remaining relation between one object and its saved
goal. This is the operational value of maintaining task state: evidence can invalidate a local assumption
without erasing the broader objective or the progress already achieved. It also explains why counting only
tracking_error receipts would miss an important class of recovery. Here, the discrepancy lies between
successful robot motion and unsuccessful object transport, and is exposed by combining the receipt with the
resulting observation.

Using feedback to revise feasible operations. Tab. 20 summarizes mechanism use across the 15 episodes.
Geometric queries provide coordinates for pickup and placement; belief updates retain the goal and revise
progress; previews evaluate candidate operations before execution. All episodes use each of these capabilities.
Their roles become concrete in the preceding trace: the saved target survives the transfer failure, a fresh
localization supplies the new grasp, and the revised action specification changes which arm performs the
remaining work. The table counts usage at the interface where it occurs, including calls made through
model-written programs.
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Table 20 Mechanism use in the 15 T-block exchange episodes. Belief updates exclude the initial submission. Preview
evaluations include unsuccessful candidates; generated plans are the candidates returned with a plan identifier. Plan and
guard counts refer to specifications, including revisions. Observation pauses count actual receipt-reported stops.

Mechanism Interface Episodes Count and unit

Task-belief updates task_plan 15/15 25 updates
Geometric queries geometry_query 15/15 17 calls
Preview evaluations robot_action 15/15 106 evaluations
Generated action plans robot_action 15/15 74 plans

Multi-stage plans move, gripper, observe 15/15 73 plans
Plans involving both arms arm 15/15 54 plans

Grasp-guard specifications grip_guard_preset† 15/15 70 stages
Observation pauses observation_checkpoint‡ 1/15 1 pause

†Includes explicit aperture bounds as well as guard presets. ‡The receipt reason identifying an observation pause; a pause returns
control for inspection and does not itself imply an error.

Coordination is expressed at the scale of an operation. Multi-stage plans account for 73 of the 74 generated
plans. The sequence can include pickup, lift, transfer, release, and withdrawal, allowing the model to consider
the entire operation before committing to it. The 54 plans involving both arms include staggered motion and
one-arm holding while the other places an object. This is well suited to pose exchange: both destinations are
initially occupied, and the arms need access to the same central region. The recorded plans repeatedly resolve
this dependency by holding one block clear, delivering the other, and then completing the exchange. The
relevant coordination is the ordering of access and the preservation of held objects, which can be expressed
within one plan even when the arms move at different times.

Preview makes correction cost available before motion. A second successful exchange shows how the
model uses the remaining budget when a late observation contradicts placement. After 345 native steps, the
blue block is correctly placed, but the red block’s stem points in the wrong direction. The next belief revision
preserves the required destination and calls for a right-arm re-grasp and approximately 94-degree clockwise
correction. Tab. 21 records the subsequent candidate costs. With 55 steps remaining, the model shortens the
route and coordinates gripper motion with the approach and return. The executed specification also contains
an explicit release stage. Task success is reached at step 396. The useful change is therefore more specific
than issuing another grasp: the correction is reorganized to include the outstanding orientation change, release,
and return within the available budget.

Table 21 Recorded preview costs during the late orientation correction. The world remains at native step 345 during
these previews, with 55 steps available. The first two candidates are rejected because their planned lengths exceed the
remaining 55-step native budget. Candidate rows give planned lengths; the last row gives steps actually used before the
evaluator signals success.

Candidate Native steps Status

Initial correction 95 Rejected: insufficient budget
Revised route 57 Rejected: insufficient budget
Coordinated approach and return 54 Planned
Final plan with explicit release 55 Planned

Executed correction to task success 51 Success at step 396

The 106 preview evaluations and 74 generated plans in Tab. 20 reflect this distinction between evaluating a
candidate and obtaining a plan for execution. The remaining 32 evaluations report unsuccessful candidates
without generating such a plan. Likewise, the observation pause provides an opportunity to inspect intermedi-
ate results; it is counted separately from grasp-guard specifications and execution errors. The two traces show
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how deliberation and physical execution interact: one revises the physical route after object loss, while the
other revises the cost and timing of a correction before moving. Together with the matched-scene comparison
against RoboProbe in Tab. 12 (Sec. 6.5), these records connect task-level objectives to concrete physical
operations.

G Extended Case Studies

This appendix provides the extended RoboDojo and RoboCasa365 case analyses accompanying Sec. 6.6:
additional recovery episodes after slippage (Figs. 22 and 23), replanning episodes after contact and execution
disruptions (Figs. 24 and 25), and detailed step-by-step budget accounting for the failure episodes (Tabs. 22
and 23).

Additional slippage recovery episodes. Alongside sequence reproduction and lettuce washing (Fig. 14
in Sec. 6.6), Figs. 22 and 23 show how the model separates acquisition, retention during transport, and
post-release support on conveyor picking, bowl stacking, and drawer-to-counter transfer.

The figurine slipped during transport and is visible back on the belt. I’ll move the basket aside for more clearance,
regrasp the figurine around its body, and use a slower lift before carrying it over the rim.

Slipped Regrasp Success

DECISION

TOOLS

FEEDBACK

Inspect board

robot_observe

Target identified

Recover figurine

robot_action (left)

Figurine on belt

Lift slowly

robot_action (left)

Retention verified

Align over basket

robot_action (left)

Above basket opening

Raise loaded basket

robot_action (right)

Success confirmed

(a) Conveyor picking (pick_from_conveyor_by_image).

The first rim grip slipped during lifting and shifted the left bowl. I’ll let it settle, then use a deeper pinch and a slower
lift, checking retention before moving toward the stack.

Slipped Regrasp SuccessLet it settle

DECISION

TOOLS

FEEDBACK

Inspect bowls

robot_observe

Three separate bowls

Revise stack order

task_plan

Left bowl displaced

Stack right bowl first

robot_action (right)

Placement in progress

Deeper pinch, slow lift

robot_action (left)

Bowl securely lifted

Return arms

robot_action (both)

Success confirmed

(b) Bowl stacking (stack_bowls).

Figure 22 Additional RoboDojo episodes recovering from grasp failure and slippage. The model changes the grasped
region for the figurine and uses a deeper pinch and slower lift for the bowl.

Conveyor picking: separating acquisition, retention, and destination access. The model must match a
figurine to the board image, place it inside the basket, and lift the basket by more than 8 cm. The moving
conveyor first invalidates a basket pickup location, prompting a switch to right-arm interception. For the
figurine, an approach contacts the hat before closure; a later empty closure leaves the body exposed. A torso
grasp then acquires the object, but the figurine slips during transport (Fig. 22a). The model consequently
changes both the grasp and the transfer conditions: it moves the basket aside, re-grasps across the torso, and
verifies retention during a slower lift.

Once the figurine is retained, the remaining obstacle is the destination. Moving the basket underneath it
causes contact with the image board and tilts the opening. The model keeps the figurine held, moves the
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basket upward and away from the board, and then completes the release. A later check against the initial
image revises the height judgment because the earlier estimate followed a rim on a tilted basket. The loaded
basket is raised farther before the evaluator signals success. These successive revisions address distinct
predicates (target acquired, target retained, opening accessible, and required basket elevation), so progress on
one predicate can be preserved while another is corrected.

Bowl stacking: changing the assembly order after a failed lift. The initial plan uses the rear middle bowl
as the base, adds the left bowl, and then adds the right bowl. The first rim grip slips and displaces the left
bowl. The revised plan lets that bowl settle while the robot approaches the right bowl, using a deeper pinch
and slower lift (Fig. 22b). After the right bowl is nested into the base and remains supported after release, the
model re-localizes the displaced left bowl and adds it last. Thus recovery changes the assembly order as well
as the grasp.

This reordering is possible because the task constrains the final stack rather than the order in which bowls
enter it. It also gives the displaced bowl time to settle before its next localization. The plan checks co-motion
after lifting and upright support after release and withdrawal; the final return supplies another observation of
whether the stack persists without gripper support. The evaluator confirms successful stacking. The distinction
from sequence reproduction is consequential: the bowl order can change to simplify execution, whereas the
observed object order must remain fixed.

Slipped Regrasp Success

DECISION

TOOLS

FEEDBACK

Locate the ladle

object_table

Ladle in open drawer

Grasp the wider bowl

task_plan

Ladle back in drawer

Draw ladle forward

robot_action (pull)

Ladle drawn forward

Lift by the bowl

robot_action (grasp)

Bowl held

Place on counter

robot_action (place)

Success confirmed

The thin handle slipped again, and the ladle fell back into the drawer. I’ll grasp the wider bowl to get a more secure 

hold.

Figure 23 Recovery from grasp failure and slippage in RoboCasa365 drawer-to-counter transfer
(PickPlaceDrawerToCounter). After grasps on the thin ladle handle slip during lifting and base motion, the
model pulls the ladle forward and switches contact to the wider bowl.

Drawer-to-counter transfer: shifting contact from a thin handle to the wider bowl. The robot must
take a ladle from an open drawer and place it on the counter, where the single task predicate tests only
whether the ladle rests on the counter and remains false until final placement. An initial grasp on the thin
handle slips during the lift, and after a lower re-grasp on a thicker section of the handle, the ladle slips again
during mobile-base motion and falls back into the drawer (Fig. 23). Both losses are reported by the execution
receipts rather than the task predicate, and after the second slip the object table no longer finds the ladle in the
wrist-camera view.

The model revises its task plan to grasp the ladle’s wider bowl instead, though roughly ten attempts are blocked
by the counter overhang or miss inside the drawer while it pulls the drawer out farther. It then uses the handle
to draw the ladle forward within the drawer and grasps the bowl once clear of the overhang. Transferring the
ladle by its bowl and releasing it on the counter turns the placement predicate true, and the evaluator confirms
task success. This revision corresponds to the acquisition condition at the start of Sec. 6.6: when a thin handle
fails to sustain lift and base transport, recovery changes the contact geometry to a wider region of the object.

Additional contact and replanning episodes. Alongside object packing and burner shutoff (Fig. 15 in
Sec. 6.6), Figs. 24 and 25 follow the model from a measured discrepancy to a procedure revision across
conveyor picking, charger insertion, straw delivery, and cutting-station setup.
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I’ve recovered the cup with a grip around its body. I’ll steady the basket on the belt for placement, then lift the filled
basket above 8 cm again.

Blocked Replan Success

DECISION

TOOLS

FEEDBACK

Inspect board

robot_observe

Purple cup identified

Move basket aside

robot_action (both)

Cup slipped

Re-grasp cup body

robot_action (left)

Cup re-grasped

Load supported basket

robot_action (left)

Cup stays inside

Lift filled basket

robot_action (right)

Success confirmed

(a) Conveyor picking (pick_from_conveyor_by_image).

The camera measurements show a small sideways correction is needed. I’ll use that measured position to finish
centering it and make the insertion approach.

Blocked Replan Success

DECISION

TOOLS

FEEDBACK

Locate charger

robot_observe

Charger located

Recenter pins

robot_action (left)

3.27 mm > 3 mm

Release and withdraw

robot_action (left)

Withdrawal in progress

Verify seating

task_plan

Upright and seated

Return via waypoints

robot_action (both)

Success confirmed

(b) Charger insertion (plug_in_charger).

Figure 24 Additional RoboDojo episodes replanning after contact and execution disruptions. The model supports the
basket during cup placement and corrects the charger’s alignment before insertion.

Conveyor picking: using support to decouple placement from basket motion. The cup initially remains
held while the other arm raises the basket. During approach, the basket swings and the cup shifts in the left
grip; a wrist-orientation change then loses the cup. After recovering it with a body grasp, the model preserves
that wrist orientation and changes the basket procedure (Fig. 24a). The revised plan lowers the basket onto the
belt, loads the cup, and then lifts the filled basket above the required height.

Supporting the basket changes the manipulation problem. Insertion can now be organized around a supported
opening, while lifting becomes a separate operation on the loaded container. When a side adjustment loses
the handle grip, the plan retains the cup grasp, clears the right arm for placement, and postpones handle
acquisition until the cup has been released. The model then verifies that the cup stays inside after left-arm
withdrawal, re-grasps the handle from above, and lifts the basket to complete the task. This sequence preserves
the final object-in-basket and elevation requirements while removing the need to maintain a suspended basket
throughout insertion.

Charger insertion: revising only the part of the procedure contradicted by evidence. The initial plan
allows a table-supported handover if the left arm cannot reach the socket. A preview establishes a direct
route, so the model keeps the charger in the left hand and moves the right arm outward to clear that route.
Near the socket, the clear_pins clearance lift returns tracking_error: the position error is 3.27 mm,
predominantly vertical, exceeding the stage’s tight 3 mm tolerance. The charger remains held, and camera
measurements identify a small lateral alignment correction (Fig. 24b). The next action uses the returned
position to center the pins and complete the insertion, followed by release and a check that the charger stays
seated.

The later return-path failure calls for a different revision. Because seating remains visually supported, the
model leaves the inserted charger undisturbed and splits the right-arm return into shorter movements through
clear intermediate poses. The evaluator then reports success. This separates a local alignment correction from
a route-planning problem: one changes the target relative to the socket, while the other changes how the arm
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reaches its home pose. Neither requires repeating the already verified insertion.

The first pull attempt stalled because the gripper approached the handle from above and contacted the counter. The 

drawer stayed closed. I’m changing the approach to come horizontally from the robot-facing side of the handle.

Blocked SuccessReplan

DECISION

TOOLS

FEEDBACK

Find drawer and straw

object_table

Straw and glass not visible

Approach horizontally

robot_action

Pregrasp blocked

Open adjacent drawer

robot_action (base)

First drawer empty

Carry to dining counter

robot_action (base)

Straw held

Release, back away

robot_action (base)

Success confirmed

(a) Straw delivery (DeliverStraw).

The arm contacted the drawer during the downward approach and pushed it inward. I’ll raise the arm, reopen the 

drawer, and approach from above with more clearance.

Blocked Replan Success

DECISION

TOOLS

FEEDBACK

Pull the drawer out

robot_action (grasp, pull)

Drawer partly open

Reopen, approach higher

task_plan

Drawer pushed inward

Approach from the side

robot_action (base)

Drawer fully extended

Carry knife to board

robot_action (base)

Knife held

Place knife and fish

robot_action (place)

Success confirmed

wrist view

(b) Cutting-station setup (SetUpCuttingStation).

Figure 25 Additional RoboCasa365 episodes replanning after contact and execution disruptions. The model changes
the approach to the drawer handle and then switches to the adjacent drawer when the first is empty (DeliverStraw),
and reopens a drawer pushed inward by arm contact before approaching from the side (SetUpCuttingStation).

Straw delivery: matching the scope of revision to the invalidated assumption. The task requires taking a
straw from a drawer to a glass cup on the dining counter; initially, the object table locates the drawer handles
while neither the straw nor the cup is visible. Repeated attempts to open the first drawer return execution
receipts for a blocked or stalled approach (Fig. 25a), as approaching the handle from above brings the gripper
against the counter. The model switches to a horizontal approach from the robot-facing side of the handle,
backs the mobile base away for clearance, and writes that direction into the grasp stage before pulling the
drawer open with the base.

Inspecting the opened drawer reveals a different discrepancy when the object table finds no straw inside. The
task plan records that this drawer is empty while the adjacent front drawer remains unchecked, and the robot
opens that second drawer using the same horizontal handle approach and base pull. After grasping the straw
and driving around the counter end, it rights the glass after a missed first insertion, places the straw inside to
satisfy the straw-in-cup predicate, and backs away as the evaluator confirms success. As in charger insertion,
the two disruptions call for different scopes of revision: a blocked grasp changes the approach route, whereas
an empty drawer changes the target container without altering the delivery objective.

Cutting-station setup: restoring a displaced container before revising the approach. The task requires
taking a knife from a drawer and a fish from a plate and placing both onto a cutting board. When the arm
reaches downward for the knife, the execution receipt reports a blocked approach, and the camera view shows
that arm contact has pushed the partly open drawer inward (Fig. 25b). The model initially plans to raise the
arm, reopen the drawer, and approach from above with more clearance.

Across roughly ten subsequent attempts, however, passing the arm over the drawer front repeatedly pushes the
drawer inward and leaves grasps blocked or empty. The model then pulls the drawer fully open, withdraws
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the gripper clear of the handle before turning the wrist to approach from the side, and lowers its grasp slightly
to place the finger pads around the knife handle. Delivering the knife satisfies the knife-on-board predicate,
and after the fish is re-grasped following a slip during base motion, the evaluator signals task success during
the final placement onto the board. As in object packing, the central revision treats the displaced drawer as
state that must be restored and paired with a non-colliding approach route, rather than targeting coordinates
measured before contact.

Detailed budget accounting for failure episodes. Tabs. 22 and 23 give the step-by-step native motion
and model-request budget accounting for the failed stack_bowls and HeatKebabSandwich episodes
shown in Fig. 17 (Sec. 6.6).

Table 22 Progress and remaining motion budget in the failed RoboDojo stacking episode (stack_bowls, Fig. 17a).
Step counts come from execution accounting; state descriptions condense the observation-linked model records.

Steps used Steps left State guiding the next decision

242 558 Two bowls remain nested after withdrawal; add the third.
440 360 The third bowl remains tilted after seating attempts; re-grasp and level it.
564 236 The nested stack was lifted and slipped; restore it using table support.
691 109 The stack has rolled onto its side again during the return; attempt a compact supported

correction.
756 44 The rim pinch has not retained the stack; change contact to the raised base.
800 0 Native step limit reached; task failure, Score 15/100.

Table 23 Progress and remaining model budget in the failed RoboCasa365 episode (HeatKebabSandwich, Fig. 17b).
Request counts are model responses out of the 100 allowed per episode; state descriptions condense the recorded model
messages.

Requests used Requests left State guiding the next decision

14 86 The baguette has slipped onto the counter beside the open door; re-grasp it with an explicit
approach direction.

41 59 The baguette is inside the oven but below the wire rack, so its rack-contact check is false;
move the rack to expose the bread.

51 49 The kebab rests on the rack and its check passes; slide the loaded rack inward and recover
the baguette from below.

63 37 The rack has not moved because the grip on its thin front rail was not secure; grasp the rail
from a raised angle.

86 14 The rack has slid outward with the kebab, leaving the baguette behind it; lift the bread onto
the rack.

97 3 The model reports the task unfinished: kebab on the rack, baguette below it, door open; the
harness asks it to continue.

100 0 Model-request limit reached; task failure.

Coupled structures and local completion versus cumulative progress. In stack_bowls (Tab. 22),
the plan at step 440 intends to lift and level the tilted top bowl, but the grasp lifts the entire nested stack,
changing the recovery target from seating one bowl to restoring upright support for all three bowls. Although
subsequent tipping maneuvers, supported pushes, and contact changes receive completed motion receipts,
the structure rolls again upon arm withdrawal as the remaining budget drops from 360 steps to 44. Similarly,
in HeatKebabSandwich (Tab. 23), after the baguette lands below the toaster wire rack at request 41,
exposing the bread requires pulling the thin front rail of the rack, which repeatedly slips between requests 63
and 86; although placing the kebab at request 50 and sliding the rack outward at request 86 succeed locally,
only 14 requests remain and the 100-request budget expires before the baguette is lifted onto the rack.
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